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Abstract

This protocol is intended to allow client software to obtain information for a given email address.  The protocol will generate HTTP URLs for any given email address.  The HTTP URL will provide an XML document that will contain information about and services available to the owner of the email address.

1 Introduction

Client software is often built to use Internet protocols in order to be compatible with a wide range of server implementations.  Such client software frequently proves to be hard for non-technical users to setup because it requires that they specify information that they will either not know or not understand.  This can includes the server hostname, the protocol to use, server configuration options, and authentication options.  This protocol allows for a user to provide their email address and the configuration setting to be downloaded from the server.

One or more HTTP URLs will be created from the user’s email address.  An XML file can be downloaded from one of those URLs, which can provide 1) information about the user, or/and 2) services available to that user.

2 Changes

2.1 Since V00

N/A

3 Definitions

3.1 Server Service

A server that can be used from a client workstation. For Example: a POP3, IMAP, NTTP, or HTTP server.

3.2 Request XML

The Request XML is sent in the header data of the HTTP POST command.  This XML allows the client to send information to the server to help execute the response.  The most commonly used piece of information in the Request XML is the user’s email address.

3.3 Response XML

The Response XML is returned from the HTTP URLs.  This includes information about the user and/or services the available to the user.  Or the XML may include a redirect URL to find this information.

4 Generate URLs from Email Address

4.1 Problem Definition

A user can provide an email address to client software, a chat or email client for example, and expect the client software to automatically configure any settings needed to contact to the server.  The first step is to create HTTP URLs from the user’s email address that will contain the configuration settings.

4.2 Proposed Solution

The hostname of the user’s email address is used to create the following HTTP URLs:

http://autodiscovery.<hostname>/autodiscovery/default.xml
http://<hostname>/autodiscovery/default.xml
The “autodiscovery” segment is used so server administrators can use a dedicated server if they want to isolate the autodiscover traffic.  This will allow them to setup a dedicated server or create a DNS alias to point to another existing web server.

The user can specify in the XML to redirect to another URL.  The XML file tells the client to redirect by a <SETTINGS>redirect</SETTINGS> element under the ACCOUNT element.  A URL element will specifying the redirect URL.  See Section 5.3 for more information on the redirect symantics.

The file can redirect to an HTTPS URL if encryption should be used to return the settings.  See Section 12 for more details on security.

The server can also redirect in order to get additional information from the client to create the response.  When redirects happen, HTTP POST is used and the HTTP header data will contain XML the client wants to provide the server.  This will allow the client to provide an email address and other information to the server.

5 Request XML Schema

The XML tags are defined in the following DTD:

<!DOCTYPE AUTODISCOVERY [

    <!ELEMENT AUTODISCOVERY (USER?,RESPONSE*)>

    <!ELEMENT USER (DISPLAYNAME?)>

    <!ELEMENT DISPLAYNAME (#PCDATA)>

    <!ELEMENT RESPONSE (RESPONSEVER?,LANG?,ACCOUNT*)>

    <!ELEMENT ACCOUNT (TYPE?,ACTION,URL?,PROTOCOL*)>

    <!ELEMENT RESPONSEVER (#PCDATA)>

    <!ELEMENT LANG (#PCDATA)>

    <!ELEMENT URL (#PCDATA)>

    <!ELEMENT TYPE (#PCDATA)>

    <!ELEMENT ACTION (#PCDATA)>

    <!ELEMENT PROTOCOL 

(TYPE,SERVER,PORT?,LOGINNAME?,SSL?,

  SPA?,AUTHREQUIRED?,USEPOPAUTH?)>

    <!ELEMENT SERVER (#PCDATA)>

    <!ELEMENT PORT (#PCDATA)>

    <!ELEMENT LOGINNAME (#PCDATA)>

    <!ELEMENT SSL (#PCDATA)>

    <!ELEMENT SPA (#PCDATA)>

    <!ELEMENT AUTHREQUIRED (#PCDATA)>

    <!ELEMENT USEPOPAUTH (#PCDATA)>

]>

5.1 Elements Defined in v1.0

5.1.1 USER Element

The USER element will contain information about the user of the specified email address.  In the future, the user’s vCard, public key, or other public information can be provided here.

5.1.2 DISPLAYNAME Element

This is the User’s Display Name.

5.1.3 RESPONSE Element

This element will contain all the information about services or accounts the user can use.  Sometimes the contents under the RESPONSE element will contain human readable text.  Multiple RESPONSE elements are allowed, one for each language.

5.1.4 RESPONSEVER Element

This element will indicate the version of the response.

5.1.5 LANG Element

This will contain the language of the human readable strings under this element.

5.1.6 ACCOUNT Element

Each account or service available will have an ACCOUNT element.  These are conceptual services, like “email” or “newsgroups”.  This element will list on or more PROTOCOL elements which will indicate where and how to connect to the server to provide this service.  For example, an “email” ACCOUNT can have POP3, SMTP, or IMAP PROTOCOL elements.  And a “newsgroups” ACCOUNT could have NNTP or WEB protocols.

5.1.7 ACCOUNT TYPE Element

The TYPE element under the ACCOUNT element will indicate the type of account or service.  The only currently defined value is “email”.  Future uses could include “newsgroups”, “timeserver”, or “chatserver”.

5.1.8 ACTION Element

This element will indicate if the ACCOUNT information is available directly or indirectly.  The only valid values are “settings” or “redirect”.  

5.1.8.1 Redirect ACTION

If the value is “redirect”, then the ACCOUNT element will have an URL element.

5.1.8.2 Settings Action

If the value is “settings”, then the ACCOUNT element will contain PROTOCOL elements which describe the protocols available to available to access the account or service.

5.1.9 URL Element

This element is available if ACTION contains “redirect”.  This URL is a HTTP URL pointing to XML in the AutoDiscovery schema.  This may cause the client to “redirect” several times however, the authors of the AutoDiscovery XML are responsible for preventing cycles in the redirect URLs.

5.1.10 PROTOCOL Element

This will be a wire protocol that the server supports to access the service or account.  It will also contain any other information need to contact the server, such as the server name, port numbers to use, authentication settings, etc.  An account may support several wire protocols, for example, email could be downloaded via POP3 or IMAP.

Some services require that groups of protocols be used to access the service.  For example, in order to read and send email, the SMTP protocol is needed in addition to the POP3 protocol.  SMTP is also need for IMAP so it may be necessary to list SMTP multiple times.  Groups of protocols should come in order.  This would be an example of an email service that supports both POP3 and IMAP:

<PROTOCOL>

  <TYPE>POP3</TYPE>

  <SERVER>pop3.email.sample.com</SERVER>

</PROTOCOL>

<PROTOCOL>

  <TYPE>SMTP</TYPE>

  <SERVER>smtp-pop3.email.sample.com</SERVER>

</PROTOCOL>

<PROTOCOL>

  <TYPE>IMAP</TYPE>

  <SERVER>imap.email.sample.com</SERVER>

</PROTOCOL>

<PROTOCOL>

  <TYPE>SMTP</TYPE>

  <SERVER> smtp-imap.email.sample.com</SERVER>

</PROTOCOL>

Each protocol that the server supports will be listed.  The client can choose which protocol to use.  The server will indicate which protocol it prefers by the order that they are listed.  The client is recommended but not required to use the first protocol in the list that the client implements.

5.1.11 PROTOCOL TYPE Element

This element will indicate a wire protocol that can be used to access the account or service. The defined values are:

POP3: POP3 defined in RFC 1939

SMTP: SMTP defined in RFC 821

IMAP: IMAP v4 defined in RFC 2060

Web: This is used for services that allow the receiving and sending of email via a web page.

DAVMail: This is used for email servers that allow the sending and receiving of email via the WebDAV protocol (RFC 2518).

5.1.12 SERVER Element

For the POP3, SMTP, and IMAP protocols, this will be either an IP address or a DNS hostname.  For Web or DAVMail, this will be an URL.  Specifying this value is required. 

5.1.13 PORT Element

If the protocol is POP3, SMTP, or IMAP, this will be the port to use when connacting the server.  If this value is not specified, the default port for the protocol should be used.  Web and DAVMail should not specify provide this element and should instead put the port number in the SERVER element URL.

5.1.14 LOGINNAME Element

If this element is not specified, the server is implying that the client can assume the login name in the email address can be used.  (Email address format is <LoginName>@<HostName>).  Some protocols may not need to use the login name.
POP3: The server requires a login name unless the AUTHREQUIRED element exists and contains “off”.

IMAP: The server requires a login name unless the AUTHREQUIRED element exists and contains “off”.

SMTP: The server requires a login name only if the AUTHREQUIRED element exists and contains “on”.

WEB: This element should not exist.

DavMAIL: This element should not exist.

5.1.15 SSL Element

If this element does not exist, the client should assume that SSL should not be used when connecting to the server.

5.1.16 SPA Element

If this element does not exist, the client should assume that SPA (Secure Password Authentication) should not be used when connecting to the server.

5.1.17 AUTHREQUIRED Element

This element is used for protocols, like SMTP, where authentication is optional.  The “on” or “off” values will specify if the client should use Authentication when connecting to the server.

5.1.18 USEPOPAUTH Element

This element is used for secondary protocols, like SMTP, where authentication settings may be the same as the primary protocol (POP3 or IMAP).  A value of “on” means that the authentication settings should come from the primary protocol.  An “off” value will specify to use the specified settings or no settings if empty.

5.2 Extended Information

Additional information will need to be added to the XML file to handle new protocols or client software specific settings.  XML namespaces can be used to add additional information.

5.3 Samples

5.3.1 Basic Settings Example

The follow are settings that ISPs will commonly use.  The order of the protocols indicates that the server would prefer the client use WEB based mail over POP3/SMTP.

<?xml version="1.0"?>

<AUTODISCOVERY>


<RESPONSE>



<RESPONSEVER>0.1</RESPONSEVER>



<ACCOUNT>




<TYPE>EMail</TYPE>




<ACTION>settings</ACTION>




<PROTOCOL>





<TYPE>WEB</TYPE>





<SERVER>https://login.yahoo.com/</SERVER>




</PROTOCOL>




<PROTOCOL>





<TYPE>POP3</TYPE>





<SERVER>pop.mail.yahoo.com</SERVER>




</PROTOCOL>




<PROTOCOL>





<TYPE>SMTP</TYPE>





<SERVER>smtp.mail.yahoo.com</SERVER>




</PROTOCOL>



</ACCOUNT>


</RESPONSE>

</AUTODISCOVERY>

5.3.2 Redirect Example

This XML will tell the client to get the settings via HTTPS POST to another URL.

<?xml version="1.0"?>

<AUTODISCOVERY>

<RESPONSE>

<RESPONSEVER>0.1</RESPONSEVER>

<ACCOUNT>

<TYPE>EMail</TYPE>

<ACTION>redirect</ACTION>

<URL>https://wwww.sample.com/settings/settings.asp</URL>

</ACCOUNT>

</RESPONSE>

</AUTODISCOVERY>

<Sample Redirect>

<Sample URL Info>

<Sample URL Info>

<Sample Extended Information>

<Sample Future Auth>

<Sample Extract Email Address - ASP>

<Sample Extract Email Address - PERL>

6 Possible Future Uses

The AutoDiscovery Mechanism can be expanded to: 1) have a user’s client software, self-configure, and 2) provide information about a user to other people.

6.1 Self-Configuring Protocols

The following services can become self-configuring by using this servive: newsgroups (NNTP), time servers (SNTP/NTP), Chat Clients, Directory Services (LDAP), etc.

7 Comparisons Against ACAP, LDAP, and WPAD

Before creating the AutoDiscovery protocol, other mechanisms where evaluated.  None of them satisfied the requirements, so the AutoDiscovery protocol was created.  In order for AutoDiscovery to succeed, it needs to be used ubiquidously by email clients and supported by administrators who run email servers.

7.1 Fundamental Requirements

1. Administrators who run email servers need to be able to implement this server with very little time, no special server software, and no special proxy support.

2. Email and other client software need a simple protocol to minize develpement time.  They also need it to use existing popular open standards in order to speed development by using exising code or APIs.

7.2 Detailed Requirements

1. Use HTTP and/or HTTPS wire protocol for web proxy compatibility.  For client software to work ubiquidiously, it needed to work in networks protected by web proxies without requiring the administrator to open up special ports.

2. Require no special software on the server.  For this protocol to succeed, it is necessary to be trivial for email administrators to publish the settings.  This means the only server software that can be used is a web server or a similarly popular cross-platform server.  This will ensure that the administrators already have the software to support the mechansim.

3. Since some administrators will want to customize the settings on a per-user (email address) basis, it is necessary for them to be able to re-use existing tools to interface with their other existing software.

4. This protocol can not definite it’s own encryption or authentication mechism.  Doing so will require too much development work to implement client software.  It will also require additional work for administrators.  It would also limit wide stread adoption because it would not be implemented until the security had been proven to be safe.  Another problem with authentication is that the administrator would need to keep the server software’s (ACAP or LDAP) passwords and user accounts with the email servers.  This requirement is a huge burden to administrators.  If this isn’t done, users may need to enter different usernames and passwords than they use for their email, which would hinder ubiquidous support.

7.3 Compared Protocols

7.3.1 ACAP (Application Configuration Access Protocol)

This protocol does not use HTTP or HTTPS so it will not work across web proxies without administrators opening ACAP port numbers.  ACAP also requires server software that may not exist on all platforms.  The protocol also implements authentication and administrators/ISPs may not trust as much as the proven SSL.  Email clients implementing ACAP, also need to enter the hostname and maybe the username and password to the ACAP server.  Users can’t be expected to know the ACAP server name.

7.3.2 LightWeight Directory Access Protocol (LDAP)

LDAP has most of the limitations as ACAP: a) port numbers may be blocked by web proxy, b) authentication, c) large client cost to implement, and d) it requires server software.  Protocols are being developed to use HTTP to connect to LDAP servers.  This would solve the compatibility problems with web proxies but the administrator’s LDAP server is not guaranteed to implement the HTTP support.

7.3.3 Web Proxy AutoDiscovery (WPAD)

WPAD is a protocol implemented by Microsoft’s Internet Explorer and Netscape’s Navigator web browsers in order to self-configure proxy settings.  This machanism will contact the DHCP or DNS servers and look for the administrator’s designated WPAD server.  It will then contact the server using HTTP or HTTPS to get a static or dynamic configuration file.  This protocol is lightweight, uses public standards, and is easy to implement.

The problem is that the protocol searches the local network.  This may allow clients to configure their local email accounts (intranet or ISP) but it would not work for accounts outside of the local network.

8 Security Considerations

The goal of AutoDiscovery is for a mechanism to look up public information about a given email address.  Therefore, AutoDiscovery does not do any authentication when providing information.  Any information that needs to be provided only to 

Redirect:

<TODO>

HTTPS is used to prevent man-in-the-middle attacts on the returned settings.  The AutoDiscovery protocol does not support any authentication, so the URL should never try to authenticate.  

Authentication:

<TODO>

Encryption:

<TODO>

Man-In-The-Middle-Attacks:

<TODO>

Inherent trust of server ownership:

<TODO>
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