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This document outlines how logical views of configuration are generated as the result of a merge of multiple source text files.
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Note: This document is an early release of the final specification. It is meant to specify and accompany software that is still in devel​opment. Some of the information in this documentation may be inaccurate or may not be an accurate representation of the func​tionality of the final specification or software. Microsoft assumes no responsibility for any damages that might occur either directly or indirectly from these inaccuracies. Microsoft may have trademarks, copyrights, patents or pending patent applications, or other intellectual property rights covering subject matter in this document. The furnishing of this document does not give you a license to these trademarks, copyrights, patents, or other intellectual property rights.

1. Introduction

Many URT configuration scenarios require that one or more attributes of a specific entity be calculated from multiple source files with different merging semantics. Common semantics include inheritance along a hierarchy (i.e. machine -> site -> application -> directory -> file) and overlaying developer specified, immutable attributes with configuration information.

This document outlines how such a merge can be implemented within the catalog framework. Refer to the Project 42 Administrative Framework specification for more information.

2. Container Types

A container is a physical store of configuration information. In the URT, most (all?) configuration information is stored in containers that are XML files. A container can store attributes for one or more logical entities. 

For a given container, it is a requirement to be able to limit the entities for which attributes can be specified in the container. It is also a requirement to be able to limit the set of attributes within a specific entity that can be specified in a container. Another requirement is the ability to change the semantics of an attribute in a container. 

To satisfy these requirements, we introduce the notion of a container type. A container type defines the set of entities and attributes that are allowed in a container of that type.

Container Types are defined as part of the catalog schema information and are as such inherently extensible.

 Do we want to expose the ability to add new container types in URT1?

3. Container Type Hierarchy

A further requirement is the ability to group containers into a hierarchy. The hierarchy is often driven by the need to delegate and scope administration of attributes. For example, a machine administrator, one or more site administrators and one or more application administrator may each have permission to specify certain attributes for certain entities. Giving each of these administrators a dedicated container improves security and system robustness.

We establish the container hierarchy by establishing a hierarchy of container types. Part of a container type’s definition is the set of child container types that can be configured in it. 

One or more container types are designated as root container types, by the fact that no other container type claims to be their parent.

Like container types, container type hierarchy is defined as part of the catalog’s schema information.

 Should we expose the ability to add/change the container type hierarchy?

3.1 Determining Child Containers

A container specifies the location of each of is child container types in the form of a “container search path”. A container search path contains an unordered sequence of relative or absolute UNC paths, which can point to specific files, specific directories or entire directory hierarchies (wildcard, recursion/recursion depth).

 Should we allow full regular expressions here?

 Should the path be ordered?

Each child container type has it’s own, configurable container search path. Root container types designate a container search path as part of the container type definition.

 Should we allow default containers to be configured for any container type? This has been proposed to enable container templates and policy…

Typically (by default) every container has exactly one type. For more complex scenarios, it is possible for an administrator to configure a single, physical container to have more than one container type, by simply including it in more than one container search path.

 In the 8/2/99 catalog drop, containers that are to participate in the cook down process are limited to carry attributes for at most one logical entity (attributes for other entities will be ignored (= not cooked down).

4. Example: Ducttape/XSP hierarchy

	Container Type
	Parent Containers
	Entities

	Machine
	-
	Machine

	Application Pool
	Machine
	Application Pool

	Site Definition
	Machine
	Site

	Site Configuration
	Site Definition
	Site

	Application Definition
	Site Definition
	Application

	Application Configuration
	Application Definition
	Application

	Directory
	Application Configuration
	Directory

File

	File Configuration (?)
	Directory
	File

	Exe Configuration
	-
	Application

	Per-User Config
	Exe Configuration
	Application


5. Merging attributes across container types

tbw

6. Open Issues

In addition to the issues outlined throughout the document, the following items require further attention:

7. Revision History
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