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9
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23
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24


25


26
#ifndef __LKHASH_H__

27
#define __LKHASH_H__

28


29
//=====================================================================

30
//  The class CLinearHashTable defined in this file provides dynamic hash

31
//  tables, i.e. tables that grow and shrink dynamically with

32
//  the number of records in the table.

33
//  The basic method used is linear hashing, as explained in:

34
//

35
//    P.-A. Larson, Dynamic Hash Tables, Comm. of the ACM, 31, 4 (1988)

36
//

37
//  This version has the following characteristics:

38
//  - It is thread-safe and uses spin locks for synchronization.

39
//  - It was designed to support very high rates of concurrent

40
//    operations (inserts/deletes/lookups).  It achieves this by

41
//    (a) partitioning a CHashTable into a collection of CLinearHashTables

42
//        to reduce contention on the global table lock.

43
//    (b) minimizing the hold time on a table lock, preferring to lock

44
//        down the a bucket chain instead.

45
//  - The design is L1 cache-conscious.  See CNodeClump.

46
//  - It is designed for sets varying in size from a few hundred

47
//    elements to a several million elements - the space overhead is

48
//    a bit high for really small sets.

49
//

50
//  Main classes:

51
//    CLinearHashTable:   thread-safe linear hash table

52
//    CHashTable:         collection of CLinearHashTables

53
//    CTypedHashTable:    typesafe wrapper for CHashTable

54
//

55
//

56
//  Paul Larson, palarson@microsoft.com, July 1997

57
//   Original implementation.

58
//

59
//  George V. Reilly, georgere@microsoft.com, December 1997

60
//   Massive cleanup and rewrite.  Added templates.

61
//=====================================================================

62


63


64
// 1) Linear Hashing

65
// ------------------

66
//

67
// Linear hash tables grow and shrink dynamically with the number of

68
// records in the table.  The growth or shrinkage is smooth: logically,

69
// one bucket at a time but physically in larger increments

70
// (64 buckets).  An insertion (deletion) may cause an expansion

71
// (contraction) of the table.  This causes relocation of a small number

72
// of records (at most one bucket worth).  All operations (insert,

73
// delete, lookup) take constant expected time, regardless of the

74
// current size or the growth of the table.

75
//

76
// 2) LK extensions to Linear hash table

77
// --------------------------------------

78
//

79
// Larson-Krishnan extensions to Linear hash tables for multiprocessor

80
// scalability and improved cache performance.

81
//

82
// Traditional implementations of linear hash tables use one global lock

83
// to prevent interference between concurrent operations

84
// (insert/delete/lookup) on the table.  The single lock easily becomes

85
// the bottleneck in SMP scenarios when multiple threads are used.

86
//

87
// Traditionally, a (hash) bucket is implemented as a chain of

88
// single-item nodes.  Every operation results in chasing down a chain

89
// looking for an item. However, pointer chasing is very slow on modern

90
// systems because almost every jump results in a cache miss. L2 (or L3)

91
// cache misses are very expensive in missed CPU cycles and the cost is

92
// increasing (going to 100s of cycles in the future).

93
//

94
// LK extensions offer

95
//    1) Partitioning (by hashing) of records among multiple subtables.

96
//       Each subtable has locks but there is no global lock.  Each

97
//       subtable receives a much lower rate of operations, resulting in

98
//       fewer conflicts.

99
//

100
//    2) Improve cache locality by grouping keys and their hash values

101
//       into contigous chunks that fit exactly into one (or a few)

102
//       cache lines.

103
//

104
// Specifically the implementation that exists here achieves this using

105
// following techniques.

106
//

107
// Class CHashTable is the top-level data structure that dynamically

108
// creates m_cSubTables linear hash tables. The CLinearHashTables act as

109
// the subtables to which items and accesses are fanned out. A good

110
// hash function multiplexes requests uniformly to various subtables,

111
// thus minimizing traffic to any single subtable. The implemenation

112
// uses a home-grown version of bounded spinlocks, that is, a thread

113
// does not spin on a lock indefinitely, instead yielding after a

114
// predetermined number of loops.

115
//

116
// Each CLinearHashTable consists of a CDirEntry pointing to segments each

117
// holding SEGMSIZE CBuckets. Each CBucket in turn consists of a chain

118
// of CNodeClumps.  Each CNodeClump contains a group of

119
// NODES_PER_CLUMP hash values (aka hash keys or signatures) and

120
// pointers to the associated data items.  Keeping the signatures

121
// together increases the cache locality in scans for lookup.

122
//

123
// Traditionally, people store a link-list element right inside the

124
// object that is hashed and use this link-list for the chaining of data

125
// blocks.  However, keeping just the pointers to the data object and

126
// not chaining through them limits the need for bringing in the data

127
// object to the cache.  We need to access the data object only if the

128
// hash values match. This limits the cache-thrashing behaviour

129
// exhibited by conventional implementations.  It has the additional

130
// advantage that the objects themselves do not need to be modified

131
// in order to be stuck into the hash table.

132


133


134
//--------------------------------------------------------------------

135
// TODO

136
// * Warn TomPop & KimSt about needing to add InetRTL to setup.

137
// * Iterators: expose some way of walking the entire contents of a

138
//   hash table.  Caveat: implies locking down the entire table while

139
//   there's an active iterator.

140
// * Debugging support for iisprobe and inetdbg?

141
// * Use auto_ptrs.

142
//

143
//--------------------------------------------------------------------

144


145


146
#include <acache.hxx>

147
#include <irtlmisc.h>

148
#include <locks.h>

149


150

#ifndef __IRTLDBG_H__

151
# undef ASSERT

152
# include <irtldbg.h>

153
#endif

154


155
#include <hashfn.h>

156


157


158


159
#ifdef __LKHASH_NAMESPACE__

160
namespace LKHash {

161
#endif // __LKHASH_NAMESPACE__

162


163


164
enum {

165
    DFLT_LK_MAXLOAD=     4, // Upperbound on avg chain length

166
    DFLT_LK_INITSIZE=   64, // Initial size of hash table.

167
    DFLT_LK_NUM_SUBTBLS=16, // #subordinate hash tables.

168
};

169


170


171
//--------------------------------------------------------------------

172
// forward declarations

173


174
template <class _Lock>

175
class DLLEXP CLinearHashTable;

176


177
template <class _Lock>

178
class DLLEXP CHashTable;

179


180
template <class _Der, class _Rcd, class _Ky, class _Lk>

181
class DLLEXP CTypedHashTable;

182


183


184
//--------------------------------------------------------------------

185
// Possible return codes from public member functions of

186
// CLinearHashTable, CHashTable, and CTypedHashTable

187


188
enum LK_RETCODE {

189
    LK_UNUSABLE = -2,       // severe errors < 0

190
    LK_ALLOC_FAIL = -1,

191
    LK_SUCCESS = 0,

192
    LK_KEY_EXISTS = 1,

193
    LK_NO_SUCH_KEY = 2,

194
    LK_BAD_RECORD = 3,

195
    LK_BAD_ITERATOR = 4,

196
    LK_NO_MORE_ELEMENTS = 5,

197
};

198


199


200
//--------------------------------------------------------------------

201
// Return codes from PFnRecordPred.

202


203
enum LK_PREDICATE {

204
    LKP_ABORT = 1,           // Stop walking the table immediately

205
    LKP_NO_ACTION = 2,       // No action, just keep walking

206
    LKP_PERFORM = 3,         // Perform action and continue walking

207
    LKP_PERFORM_STOP = 4,    // Perform action, then stop

208
};

209


210


211
//--------------------------------------------------------------------

212
// Return codes from PFnRecordAction.

213


214
enum LK_ACTION {

215
    LKA_ABORT = 1,          // Stop walking the table immediately

216
    LKA_FAILED = 2,         // Action failed; continue walking the table

217
    LKA_SUCCEEDED = 3,      // Action succeeded; continue walking the table

218
};

219


220


221
//--------------------------------------------------------------------

222
// Parameter to Apply and ApplyIf.

223


224
enum LK_LOCKTYPE {

225
    LKL_READLOCK = 1,       // Lock the table for reading

226
    LKL_WRITELOCK = 2,      // Lock the table for writing

227
};

228


229


230


231
//--------------------------------------------------------------------

232
// Statistical information returned by GetStatistics

233
//--------------------------------------------------------------------

234


235
class DLLEXP CHashTableStats

236
{

237
public:

238
    int      RecordCount;           // number of records in the table

239
    int      TableSize;             // table size in number of slots

240
    int      DirectorySize;         // number of entries in directory

241
    int      LongestChain;          // longest hash chain in the table

242
    int      EmptySlots;            // number of unused hash slots

243
    double   SplitFactor;           // fraction of buckets split

244
    double   AvgSearchLength;       // average length of a successful search

245
    double   ExpSearchLength;       // theoretically expected length

246
    double   AvgUSearchLength;      // average length of an unsuccessful search

247
    double   ExpUSearchLength;      // theoretically expected length

248


249
    CHashTableStats()

250
        : RecordCount(0),

251
          TableSize(0),

252
          DirectorySize(0),

253
          LongestChain(0),

254
          EmptySlots(0),

255
          SplitFactor(0.0),

256
          AvgSearchLength(0.0),

257
          ExpSearchLength(0.0),

258
          AvgUSearchLength(0.0),

259
          ExpUSearchLength(0.0)

260
    {}

261
};

262


263


264


265
//--------------------------------------------------------------------

266
// CLinearHashTable deals with void* records.  These typedefs

267
// provide prototypes for functions that manipulate instances of

268
// those records.  CTypedHashTable and CStringTestHashTable (below) show a

269
// way to encapsulate these in typesafe wrappers.

270
//--------------------------------------------------------------------

271


272
// Given a record, return its key.  Assumes that the key is embedded in

273
// the record, or at least somehow derivable from the record.  For

274
// completely unrelated keys & values, a wrapper class should use

275
// something like STL's pair<key, value> template to aggregate them

276
// into a record.

277
typedef const void* (*PFnExtractKey)  (const void* pvRecord);

278


279
// Given a key, return its hash signature.  The hashing functions in

280
// hashfn.h (or something that builds upon them) are suggested.

281
typedef DWORD       (*PFnCalcKeyHash) (const void* pvKey);

282


283
// Compare two keys for equality; e.g., _stricmp, memcmp, operator==

284
typedef bool        (*PFnEqualKeys)   (const void* pvKey1, const void* pvKey2);

285


286
// Increment the reference count of a record before returning it from

287
// FindKey.  It's necessary to do it in FindKey itself while the bucket

288
// is still locked, rather than one of the wrappers, to avoid race

289
// conditions.  Similarly, the reference count is incremented in

290
// InsertRecord and decremented in DeleteKey.  Finally, if an old record

291
// is overwritten in InsertRecord, its reference count is decremented.

292
//

293
// It's up to you to decrement the reference count when you're finished

294
// with it after retrieving it via FindKey and to determine the

295
// semantics of what this means.  The hashtable itself has no notion of

296
// reference counts; this is merely to help with the lifetime management

297
// of the record objects.

298
typedef void        (*PFnAddRefRecord)(const void* pvRecord, int nIncr);

299


300
// ApplyIf() and DeleteIf(): Does the record match the predicate?

301
typedef LK_PREDICATE (*PFnRecordPred) (const void* pvRecord, void* pvState);

302


303
// Apply() et al: Perform action on record.

304
typedef LK_ACTION   (*PFnRecordAction)(const void* pvRecord, void* pvState);

305


306


307


308
//--------------------------------------------------------------------

309
// Custom memory allocators

310
//--------------------------------------------------------------------

311


312


313
#define ACACHE 1

314
// #define MANODEL 1

315
// #define MADEL 1

316


317


318
#if defined(ACACHE)

319


320
  typedef ALLOC_CACHE_HANDLER  CAllocator;

321
# define ALLOCATOR_NEW(C, N)                                    \

322
    const ALLOC_CACHE_CONFIGURATION acc = { 1, N, sizeof(C) };  \

323
    C::sm_palloc = new ALLOC_CACHE_HANDLER("IISRTL:" #C, &acc);

324


325
#elif defined(MANODEL)

326


327
# include <manodel.hxx>

328
  typedef MEMORY_ALLOC_NO_DELETE  CAllocator;

329
# define ALLOCATOR_NEW(C, N)                                    \

330
    C::sm_palloc = new MEMORY_ALLOC_NO_DELETE(sizeof(C), 8, N);

331


332
#elif defined(MADEL)

333


334
# include <madel.hxx>

335
  typedef MEMORY_ALLOC_DELETE  CAllocator;

336
# define ALLOCATOR_NEW(C, N)                                    \

337
    C::sm_palloc = new MEMORY_ALLOC_DELETE(sizeof(C), 8, N);

338


339
#else // no custom allocator

340


341
# undef ALLOCATOR_NEW

342


343
#endif // no custom allocator

344


345


346


347
// Used to initialize and destroy custom allocators

348
HRESULT HashTableInit();

349
void    HashTableUninit();

350


351


352
#ifdef ALLOCATOR_NEW

353


354
// placed inline in the declaration of class C

355
# define ALLOCATOR_DEFINITIONS(C)                               \

356
    protected:                                                  \

357
        static CAllocator* sm_palloc;                           \

358
        friend HRESULT HashTableInit();                         \

359
        friend void    HashTableUninit();                       \

360
    public:                                                     \

361
        static void*  operator new(size_t s)                    \

362
        {                                                       \

363
          IRTLASSERT(s == sizeof(C));                           \

364
          IRTLASSERT(sm_palloc != NULL);                        \

365
          return sm_palloc->Alloc();                            \

366
        }                                                       \

367
        static void   operator delete(void* pv)                 \

368
        {                                                       \

369
          IRTLASSERT(pv != NULL);                               \

370
          if (sm_palloc != NULL)                                \

371
              sm_palloc->Free(pv);                              \

372
        }

373


374


375
// used in HashTableInit()

376
# define ALLOCATOR_INIT(C, N, hr)                               \

377
    {                                                           \

378
        if (SUCCEEDED(hr))                                      \

379
        {                                                       \

380
            IRTLASSERT(C::sm_palloc == NULL);                   \

381
            ALLOCATOR_NEW(C, N);                                \

382
            hr = C::sm_palloc != NULL ? S_OK : E_OUTOFMEMORY;   \

383
        }                                                       \

384
    }

385


386


387
// used in HashTableUninit()

388
# define ALLOCATOR_UNINIT(C)                                    \

389
    {                                                           \

390
        if (C::sm_palloc != NULL)                               \

391
        {                                                       \

392
            delete C::sm_palloc;                                \

393
            C::sm_palloc = NULL;                                \

394
        }                                                       \

395
    }

396


397


398
#else // !ALLOCATOR_NEW

399


400
# define ALLOCATOR_DEFINITIONS(C)

401
# define ALLOCATOR_INIT(C, N, hr)

402
# define ALLOCATOR_UNINIT(C)

403


404
#endif // !ALLOCATOR_NEW

405


406


407


408
//--------------------------------------------------------------------

409
// CLinearHashTable

410
//

411
// A thread-safe linear hash table.  For single-threaded tables, where

412
// no locking is needed, use CFakeLock.

413
//--------------------------------------------------------------------

414


415
template <class _Lock=CSpinLock>

416
class DLLEXP CLinearHashTable

417
{

418
private:

419
    friend class CHashTable<_Lock>;

420


421
    class CIterator;

422
    friend class CLinearHashTable<_Lock>::CIterator;

423


424
#ifdef ALLOCATOR_NEW

425
    friend HRESULT HashTableInit();

426
    friend void    HashTableUninit();

427
#endif // ALLOCATOR_NEW

428


429
#ifdef INSTRUMENTATION

430
    // TODO

431
#endif // INSTRUMENTATION

432


433


434
    // Class for nodes on a bucket chain.  Instead of a node containing

435
    // one (signature, record-pointer, next-tuple-pointer) tuple, it

436
    // contains _N_ such tuples.  (N-1 next-tuple-pointers are omitted.)

437
    // This improves locality of reference greatly; i.e., it's L1

438
    // cache-friendly.  It also reduces memory fragmentation and memory

439
    // allocator overhead.  It does complicate the chain traversal code

440
    // slightly, admittedly.

441
    //

442
    // BUGBUG: this theory is beautiful.  In practice, however, CNodeClumps

443
    // are *not* perfectly aligned on 32-byte boundaries by the memory

444
    // allocator.

445
    //

446
    // TODO: write a per-class sub-block allocator that will return

447 // suitably aligned objects.
448 Use Madel for this allocator. I assert that it can have better performance than ACACHE anyway, and it has this feature.
448


449
    class CNodeClump

450
    {

451
    public:

452
        // Record slots per chunk - set so a chunk matches (one or

453
        // two) cache lines.  3 ==> 32 bytes, 7 ==> 64 bytes

454
        // Note: the default max load factor is 4.0, which implies that

455
        // there will seldom be more than one node clump in a chain.

456
        enum {

457
            NODES_PER_CLUMP = 7,

458
        };

459


460 DWORD  m_dwKeySigs[NODES_PER_CLUMP]; // hash values computed from 
461 Considering the Sundown plans, may be best to avoid fixed length data types in favor platform transmutable typeskeys

461
        CNodeClump* m_pncNext;               // next node clump on the chain

462
        const void* m_pvNode[NODES_PER_CLUMP];// pointers to records

463


464
        CNodeClump()

465
        { Clear(); }

466


467
        void Clear()

468
        { memset(this, 0, sizeof(*this));  }

469


470
#ifdef _DEBUG

471
        ~CNodeClump()

472
        {

473
            IRTLASSERT(m_pncNext == NULL);  // no dangling pointers

474
            for (DWORD i = 0;  i < NODES_PER_CLUMP;  ++i)

475
                IRTLASSERT(m_dwKeySigs[i] == 0  &&  m_pvNode[i] == NULL);

476
        }

477
#endif // _DEBUG

478


479
        ALLOCATOR_DEFINITIONS(CNodeClump);

480
    };

481


482


483
    // Class for bucket chains of the hash table.  Note that the first

484
    // nodeclump is actually included in the bucket and not dynamically

485
    // allocated, which increases space requirements slightly but does

486
    // improve performance.

487
    class CBucket

488
    {

489
        mutable _Lock m_Lock;       // lock protecting this bucket

490
    public:

491
        CNodeClump    m_ncFirst;    // first CNodeClump of this bucket

492


493
        void  WriteLock()           { m_Lock.WriteLock(); }

494
        void  ReadLock() const      { m_Lock.ReadLock();  }

495
        void  Unlock() const        { m_Lock.Unlock();    }

496
        bool  IsWriteLocked() const { return m_Lock.IsWriteLocked(); }

497
        bool  IsReadLocked() const  { return m_Lock.IsReadLocked(); }

498
        bool  IsUnlocked() const    { return m_Lock.IsUnlocked(); }
Why use “bool” here rather then the more typical Win32 type BOOL?  Would be good to stick either with intrinsic types or Win32 types.
499


500
    };

501


502


503
    // The hash table space is divided into fixed-size segments and

504
    // physically grows/shrinks one segment at a time.

505
    class CSegment

506
    {

507
    public:

508
        // Maximum table size equals MAX_DIRSIZE * SEGMSIZE.

509
        // TODO: make SEGBITS be a CLinearHashTable ctor parameter?

510
        enum {

511
            SEGBITS  =            6, // number of bits extracted from a hash

512
                                     // address for offset within a segment

513
            SEGMSIZE = (1<<SEGBITS), // segment size

514
            SEGMASK  = (SEGMSIZE-1), // mask used for extracting offset bit

515
        };

516


517
        CBucket m_bktSlots[SEGMSIZE];

518


519
        ALLOCATOR_DEFINITIONS(CSegment);

520
    };

521


522


523
    // A directory keeps track of the segments comprising the hash table.

524
    // The directory is just a variable-sized array of pointers to segments.

525
    class CDirEntry

526
    {

527
    public:

528
        // MIN_DIRSIZE and MAX_DIRSIZE can be changed independently

529
        // of anything else.  Should be powers of two.

530
        // TODO: make these be CLinearHashTable ctor parameters?  User can

531
        // always use a larger number of subtables.

532
        enum {

533
            MIN_DIRSIZE =  (1<<3),   // minimum directory size

534
            MAX_DIRSIZE = (1<<12),   // maximum directory size

535
        };

536


537 CSegment* m_pseg;
538 I recommend making member variables of classes private and available via accessors unless there is a specific need for direct access.
538


539
        CDirEntry()

540
        { m_pseg = NULL;  }

541


542
        ~CDirEntry()

543
        { delete m_pseg;  }

544
    };

545


546


547
    // aliases for convenience

548
    enum {

549
        NODES_PER_CLUMP = CNodeClump::NODES_PER_CLUMP,

550
        SEGBITS =  CSegment::SEGBITS,

551
        SEGMSIZE = CSegment::SEGMSIZE,

552
        SEGMASK =  CSegment::SEGMASK,

553
        MIN_DIRSIZE = CDirEntry::MIN_DIRSIZE,

554
        MAX_DIRSIZE = CDirEntry::MAX_DIRSIZE,

555
    };

556


557


558
private:

559


560
    // Miscellaneous helper functions

561


562

    // See the Linear Hashing paper

563
    DWORD        _H0(DWORD dwSignature) const

564
    { return dwSignature & m_dwBktAddrMask;  }

565


566
    // See the Linear Hashing paper.  Preserves one bit more than _H0.

567
    DWORD        _H1(DWORD dwSignature) const

568
    { return dwSignature & ((m_dwBktAddrMask << 1) | 1);  }

569


570
    // Convert a hash signature to a bucket address

571
    DWORD        _BucketAddress(DWORD dwSignature) const

572
    {

573
        DWORD dwBktAddr = _H0(dwSignature);

574
        // Has this bucket already been split?

575
        if (dwBktAddr < m_iExpansionIdx)

576
            dwBktAddr = _H1(dwSignature);

577
        IRTLASSERT(dwBktAddr < m_cActiveBuckets);

578
        IRTLASSERT(dwBktAddr < (m_cDirSegs << SEGBITS));

579
        return dwBktAddr;

580
    }

581


582
    // In which segment within the directory does the bucketaddress lie?

583
    // (Return type must be lvalue so that it can be assigned to.)

584
    CSegment*&   _Segment(DWORD dwBucketAddr) const

585
    {

586
        const DWORD iSeg = dwBucketAddr >> SEGBITS;

587
        IRTLASSERT(m_paDirSegs != NULL  &&  iSeg < m_cDirSegs);

588
        return m_paDirSegs[iSeg].m_pseg;

589
    }

590


591
    // Offset within the segment of the bucketaddress

592
    static DWORD _SegIndex(DWORD dwBucketAddr)

593
    { return (dwBucketAddr & SEGMASK); }

594


595
    // Convert a bucketaddress to a CBucket*

596
    CBucket*     _Bucket(DWORD dwBucketAddr) const

597
    {

598
        // dwBucketAddr == m_cActiveBuckets briefly during contraction

599
        IRTLASSERT(dwBucketAddr <= m_cActiveBuckets);

600
        CSegment* const pseg = _Segment(dwBucketAddr);

601
        IRTLASSERT(pseg != NULL);

602
        return &(pseg->m_bktSlots[_SegIndex(dwBucketAddr)]);

603
    }

604


605
    // Extract the key from a record

606
    const void*  _ExtractKey(const void* pvRecord) const

607
    {

608
        IRTLASSERT(pvRecord != NULL);

609
        IRTLASSERT(m_pfnExtractKey != NULL);

610
        return (pvRecord != NULL) ? (*m_pfnExtractKey)(pvRecord) : NULL;

611
    }

612


613
    // Hash a key

614
    DWORD        _CalcKeyHash(const void* pvKey) const

615
    {

616
        // Note pvKey==0 is acceptable, as the real key type could be an int

617
        IRTLASSERT(m_pfnCalcKeyHash != NULL);

618
        return (*m_pfnCalcKeyHash)(pvKey);

619
    }

620


621
    // Compare two keys for equality

622
    bool         _EqualKeys(const void* pvKey1, const void* pvKey2) const

623
    {

624
        IRTLASSERT(m_pfnEqualKeys != NULL);

625
        return (*m_pfnEqualKeys)(pvKey1, pvKey2);

626
    }

627


628
    // AddRef or Release a record.

629
    void         _AddRefRecord(const void* pvRecord, int nIncr) const

630
    {

631
        IRTLASSERT(pvRecord != NULL  &&  (nIncr == -1  ||  nIncr == +1));

632
        if (m_pfnAddRefRecord != NULL  &&  pvRecord != NULL)

633
            (*m_pfnAddRefRecord)(pvRecord, nIncr);

634
    }

635


636
    // We won't expose the locking mechanism.  If a wrapper class needs to

637
    // expose a global lock (not recommended), it can provide its own lock.

638


639
    // Lock the table (exclusively) for writing

640
    void         _WriteLock()

641
    { m_Lock.WriteLock(); }

642


643
    // Lock the table (possibly shared) for reading

644
    void         _ReadLock() const

645
    { m_Lock.ReadLock(); }

646


647
    // Unlock the table

648
    void         _Unlock() const

649
    { m_Lock.Unlock(); }

650


651
    // Is the table already locked for writing?

652
    bool _IsWriteLocked() const

653
    { return m_Lock.IsWriteLocked(); }

654


655
    // Is the table already locked for reading?

656
    bool _IsReadLocked() const

657
    { return m_Lock.IsReadLocked(); }

658


659
    // Is the table unlocked?

660
    bool _IsUnlocked() const

661
    { return m_Lock.IsUnlocked(); }

662


663
private:

664


665
    // Fields are ordered so as to minimize number of cache lines touched

666


667
    mutable _Lock m_Lock;           // Lock on entire hash table

668
    DWORD         m_dwBktAddrMask;  // mask used for address calculation

669
    DWORD         m_iExpansionIdx;  // address of next bucket to be expanded

670
    CDirEntry*    m_paDirSegs;      // directory of table segments

671


672
    // Hash table parameters

673
    double        m_MaxLoad;        // max load factor (average chain length)

674


675
    // State variables

676
    DWORD         m_nLevel;         // number of table doublings performed

677
    DWORD         m_cDirSegs;       // segment directory size: varies between

678
                                    // MIN_DIRSIZE and MAX_DIRSIZE

679
    DWORD         m_cRecords;       // number of records in the table

680
    DWORD         m_cActiveBuckets; // number of buckets in use (table size)

681


682
    // type-specific function pointers

683
    PFnExtractKey   m_pfnExtractKey;    // Extract key from record

684
    PFnCalcKeyHash  m_pfnCalcKeyHash;   // Calculate hash signature of key

685
    PFnEqualKeys    m_pfnEqualKeys;     // Compare two keys

686
    PFnAddRefRecord m_pfnAddRefRecord;  // AddRef a record

687


688
    // Non-trivial implementation functions

689
    const void*  _FindKey(const void* pvKey, DWORD dwSignature) const;

690
    LK_RETCODE   _DeleteKey(const void* pvKey, DWORD dwSignature);

691
    LK_RETCODE   _InsertRecord(const void* pvRecord, DWORD dwSignature,

692
                               bool fOverwrite);

693
    bool         _DeleteNode(CBucket* pbkt, CNodeClump*& rpnc,

694
                             CNodeClump*& rpncPrev, DWORD& riNode);

695


696
    // Predicate functions

697
    static LK_PREDICATE _PredTrue(const void* /*pvRecord*/, void* /*pvState*/)

698
    { return LKP_PERFORM; }

699


700
    DWORD        _Apply(PFnRecordAction pfnAction, void* pvState,

701
                        LK_LOCKTYPE lkl, LK_PREDICATE& rlkp);

702
    DWORD        _ApplyIf(PFnRecordPred   pfnPredicate,

703
                          PFnRecordAction pfnAction, void* pvState,

704
                          LK_LOCKTYPE lkl, LK_PREDICATE& rlkp);

705
    DWORD        _DeleteIf(PFnRecordPred pfnPredicate, void* pvState,

706
                           LK_PREDICATE& rlkp);

707
    void         _Clear(bool fShrinkDirectory);

708


709
    CBucket*     _FindBucket(DWORD dwSignature, bool fLockForWrite) const;

710
    LK_RETCODE   _Expand();

711
    LK_RETCODE   _Contract();

712
    LK_RETCODE   _SplitRecordSet(CNodeClump* pncOldTarget,

713
                                 CNodeClump* pncNewTarget,

714
                                 DWORD       iExpansionIdx,

715
                                 DWORD       dwNewBkt);

716
    LK_RETCODE   _MergeRecordSets(CBucket*    pbktNewTarget,

717
                                  CNodeClump* pncOldList);

718


719
    // Private copy ctor and op= to prevent compiler synthesizing them.

720
    // Must provide a (bad) implementation because we export instantiations.

721
    // TODO: implement these properly; they could be useful.

722
    CLinearHashTable(const CLinearHashTable&)   {*(BYTE*)NULL;}

723
    CLinearHashTable& operator=(const CLinearHashTable&)

724
    {return *(CLinearHashTable*)NULL;}

725


726
public:

727
    CLinearHashTable(

728
        PFnExtractKey   pfnExtractKey,  // Extract key from record

729
        PFnCalcKeyHash  pfnCalcKeyHash, // Calculate hash signature of key

730
        PFnEqualKeys    pfnEqualKeys,   // Compare two keys

731
        PFnAddRefRecord pfnAddRefRecord=NULL,   // AddRef in FindKey

732
        double   maxload=DFLT_LK_MAXLOAD, // Upperbound on average chain length

733
        size_t   initsize=(2 * DFLT_LK_INITSIZE) / DFLT_LK_NUM_SUBTBLS

734
                                        // Initial size of hash table.

735
        );

736


737
    ~CLinearHashTable();

738


739
    // Insert a new record into hash table.

740
    // Returns LK_SUCCESS if all OK, LK_KEY_EXISTS if same key already

741
    // exists (unless fOverwrite), LK_ALLOC_FAIL if out of space,

742
    // or LK_BAD_RECORD for a bad record.

743
    LK_RETCODE     InsertRecord(const void* pvRecord, bool fOverwrite=true)

744
    { return _InsertRecord(pvRecord, _CalcKeyHash(_ExtractKey(pvRecord)),

745
                           fOverwrite);

746
    }

747


748
    // Delete record with the given key.

749
    // Returns LK_SUCCESS if all OK, or LK_NO_SUCH_KEY if not found

750
    LK_RETCODE     DeleteKey(const void* pvKey)

751
    { return _DeleteKey(pvKey, _CalcKeyHash(pvKey)); }

752


753
    // Find record with given key.

754
    // Returns pointer to record; NULL if not found

755
    const void*    FindKey(const void* pvKey) const

756
    { return _FindKey(pvKey, _CalcKeyHash(pvKey)); }

757


758
    // Walk the hash table, applying pfnAction to all records.

759
    // Locks the whole table for the duration with either a (possibly

760
    // shared) readlock or a writelock, according to lkl.

761
    // Loop is aborted if pfnAction returns LK_ABORT
.

762
    // Returns the number of successful applications.

763
    DWORD          Apply(PFnRecordAction pfnAction,

764
                         void*           pvState=NULL,

765
                         LK_LOCKTYPE     lkl=LKL_READLOCK);

766




767
    // Walk the hash table, applying pfnAction to any records that match

768
    // pfnPredicate.  Locks the whole table for the duration with either

769
    // a (possibly shared) readlock or a writelock, according to lkl.

770
    // Loop is aborted if pfnAction returns LK_ABORT.

771
    // Returns the number of successful applications.

772
    DWORD          ApplyIf(PFnRecordPred   pfnPredicate,

773
                           PFnRecordAction pfnAction,

774
                           void*           pvState=NULL,

775
                           LK_LOCKTYPE     lkl=LKL_READLOCK);

776


777
    // Delete any records that match pfnPredicate.

778
    // Locks the table for the duration with a writelock.

779
    // Returns the number of deletions.

780
    //

781
    // Do *not* walk the hash table by hand with an iterator and call

782
    // DeleteKey.  The iterator locks the table and a CSpinLock cannot

783
    // be recursively acquired, so DeleteKey will hang forever.

784
    DWORD          DeleteIf(PFnRecordPred pfnPredicate,

785
                            void*         pvState=NULL);

786


787
    // Check table for consistency.  Returns 0 if okay, or the number of

788
    // errors otherwise.

789
    int            CheckTable() const;

790


791
    // Prints the table (to where??)

792
    void           Print() const;

793


794
    // Remove all data from the table

795

    void           Clear()

796
    {

797
        _WriteLock();

798
        _Clear(true);

799
        _Unlock();

800
    }

801


802
    // Number of elements in the table

803
    size_t         Size() const

804
    { return m_cRecords; }

805


806
    // Maximum possible number of elements in the table

807
    size_t         MaxSize() const

808
    { return static_cast<size_t>(m_MaxLoad * MAX_DIRSIZE * SEGMSIZE); }

809


810
    // Get hash table statistics

811
    CHashTableStats GetStatistics() const;

812


813
    // Is the hash table consistent and correct?

814
    bool           IsValid() const

815
    {

816
        return (m_paDirSegs != NULL

817
                &&  (MIN_DIRSIZE & (MIN_DIRSIZE-1)) == 0  // == (1 << N)

818
                &&  (MAX_DIRSIZE & (MAX_DIRSIZE-1)) == 0

819
                &&  MAX_DIRSIZE > MIN_DIRSIZE

820
                &&  MIN_DIRSIZE <= m_cDirSegs  &&  m_cDirSegs <= MAX_DIRSIZE

821
                &&  (m_cDirSegs & (m_cDirSegs-1)) == 0

822
                &&  m_pfnExtractKey != NULL

823
                &&  m_pfnCalcKeyHash != NULL

824
                &&  m_pfnEqualKeys != NULL

825
                &&  m_cActiveBuckets > 0

826
                );

827
    }

828


829
    ALLOCATOR_DEFINITIONS(CLinearHashTable);

830


831
public:

832


833
    // Iterators can be used to walk the table.  To ensure a consistent

834
    // view of the data, the iterator locks the whole table.  This can

835
    // have a negative effect upon performance, because no other thread

836
    // can do anything with the table.  Use with care.

837
    //

838
    // Worse, CSpinLocks cannot be locked recursively, so the loop that

839
    // is using the iterator must not call any API that attempts to lock

840
    // the table, such as FindKey, InsertRecord, or DeleteKey, or the

841
    // thread will deadlock.

842
    //

843
    // Use Apply, ApplyIf, or DeleteIf instead of iterators to safely

844
    // walk the tree.  (You still can't call InsertRecord or FindKey,

845
    // however.)

846
    //

847
    // Note that iterators acquire a reference to the record pointed to

848
    // and release that reference as soon as the iterator is incremented.

849
    // In other words, this code is safe:

850
    //     lkrc = ht.IncrementIterator(&iter);

851
    //     // assume lkrc == LK_SUCCESS for the sake of this example

852
    //     CMyHashTable::Record* pRec = iter.Record();

853
    //     Foo(pRec);  // uses pRec but doesn't hang on to it

854
    //     lkrc = ht.IncrementIterator(&iter);

855
    //

856
    // But this code is not because pRec is used out of the scope of the

857
    // iterator that provided it:

858
    //     lkrc = ht.IncrementIterator(&iter);

859
    //     CMyHashTable::Record* pRec = iter.Record();

860
    //     // BUGBUG: Need to ht.AddRefRecord(pRec, +1) here

861
    //     lkrc = ht.IncrementIterator(&iter);

862
    //     Foo(pRec);

863
    

864


865

    class CIterator

866
    {

867
    protected:

868
        friend class CLinearHashTable<_Lock>;

869


870
        CLinearHashTable<_Lock>*    m_plht;      // which linear hash table?

871
        DWORD                       m_dwBucketAddr; // bucket index

872
        CNodeClump*                 m_pnc;          // a CNodeClump in bucket

873
        int                         m_iNode;        // offset within m_pnc

874
        LK_LOCKTYPE                 m_lkl;          // readlock or writelock?

875


876
    private:

877
        // Private copy ctor and op= to prevent compiler synthesizing them.

878
        // Must provide (bad) implementation because we export instantiations.

879
        CIterator(const CIterator&)             {*(BYTE*)NULL;}

880
        CIterator& operator=(const CIterator&)  {return *(CIterator*)NULL;}

881


882
    public:

883
        CIterator(

884
            LK_LOCKTYPE lkl=LKL_WRITELOCK)

885
            : m_plht(NULL),

886
              m_dwBucketAddr(0),

887
              m_pnc(NULL),

888
              m_iNode(-1),

889
              m_lkl(lkl)

890
        {}

891


892
        // Return the record associated with this iterator

893
        const void* Record() const

894
        {

895
            IRTLASSERT(IsValid());

896


897
            return ((m_pnc != NULL

898
                        &&  m_iNode >= 0  &&  m_iNode < NODES_PER_CLUMP)

899
                    ?  m_pnc->m_pvNode[m_iNode]

900
                    :  NULL);

901
        }

902


903
        // Return the key associated with this iterator

904
        const void* Key() const

905
        {

906
            IRTLASSERT(m_plht != NULL);

907
            const void* pRec = Record();

908
            return ((pRec != NULL  &&  m_plht != NULL)

909
                    ?  m_plht->_ExtractKey(pRec)

910
                    :  NULL);

911
        }

912


913
        bool IsValid() const

914
        {

915
            return ((m_plht != NULL)

916
                    &&  (m_pnc != NULL)

917
                    &&  (0 <= m_iNode  &&  m_iNode < NODES_PER_CLUMP)

918
                    &&  (m_pnc->m_pvNode[m_iNode] != NULL));

919
        }

920
    };

921


922
    // Const iterators for readonly access.  You must use these with

923
    // const CLinearHashTables.

924
    class CConstIterator : public CIterator

925
    {

926
    private:

927
        // Private, unimplemented copy ctor and op= to prevent

928
        // compiler synthesizing them.

929
        CConstIterator(const CConstIterator&);

930
        CConstIterator& operator=(const CConstIterator&);

931


932
    public:

933
        CConstIterator()

934
            : CIterator(LKL_READLOCK)

935
        {}

936
    };

937


938
private:

939
    // The public APIs lock the table.  The private ones, which are used

940
    // directly by CHashTable, don't.

941
    LK_RETCODE     _InitializeIterator(CIterator* piter);

942
    LK_RETCODE     _CloseIterator(CIterator* piter);

943

Little bit weird to have interspersed public/private sections.  The class interface is easier to consume if all the public pieces are presented in a single place rather then dispersed through the whole class definition.
944
public:

945
    // Initialize the iterator to point to the first item in the hash table

946
    // Returns LK_SUCCESS, LK_NO_MORE_ELEMENTS, or LK_BAD_ITERATOR.

947
    LK_RETCODE     InitializeIterator(CIterator* piter)

948
    {

949
        IRTLASSERT(piter != NULL  &&  piter->m_plht == NULL);

950
        if (piter == NULL  ||  piter->m_plht != NULL)

951
            return LK_BAD_ITERATOR;

952


953
        if (piter->m_lkl == LKL_WRITELOCK)

954
            _WriteLock();

955
        else

956
            _ReadLock();

957


958
        return _InitializeIterator(piter);

959
    }

960


961
    // The const iterator version

962
    LK_RETCODE     InitializeIterator(CConstIterator* piter) const

963
    {

964
        IRTLASSERT(piter != NULL  &&  piter->m_plht == NULL);

965
        IRTLASSERT(piter->m_lkl != LKL_WRITELOCK);

966


967
        if (piter == NULL  ||  piter->m_plht != NULL

968
            ||  piter->m_lkl == LKL_WRITELOCK)

969
            return LK_BAD_ITERATOR;

970


971
        _ReadLock();

972
        return const_cast<CLinearHashTable<_Lock>*>(this)

973
                    ->_InitializeIterator(static_cast<CIterator*>(piter));

974
    }

975


976
    // Move the iterator on to the next item in the table.

977
    // Returns LK_SUCCESS, LK_NO_MORE_ELEMENTS, or LK_BAD_ITERATOR.

978
    LK_RETCODE     IncrementIterator(CIterator* piter);

979


980
    LK_RETCODE     IncrementIterator(CConstIterator* piter) const

981
    {

982
        IRTLASSERT(piter != NULL  &&  piter->m_plht == this);

983
        IRTLASSERT(piter->m_lkl != LKL_WRITELOCK);

984


985
        if (piter == NULL  ||  piter->m_plht != this

986
            ||  piter->m_lkl == LKL_WRITELOCK)

987
            return LK_BAD_ITERATOR;

988


989
        return const_cast<CLinearHashTable<_Lock>*>(this)

990
                    ->IncrementIterator(static_cast<CIterator*>(piter));

991
    }

992


993
    // Close the iterator.

994
    LK_RETCODE     CloseIterator(CIterator* piter)

995
    {

996
        IRTLASSERT(piter != NULL  &&  piter->m_plht == this);

997
        if (piter == NULL  ||  piter->m_plht != this)

998
            return LK_BAD_ITERATOR;

999
        _CloseIterator(piter);

1000
        _Unlock();

1001
        return LK_SUCCESS;

1002
    };

1003


1004
    // Close the CConstIterator

1005
    LK_RETCODE     CloseIterator(CConstIterator* piter) const

1006
    {

1007
        IRTLASSERT(piter != NULL  &&  piter->m_plht == this);

1008
        IRTLASSERT(piter->m_lkl != LKL_WRITELOCK);

1009


1010
        if (piter == NULL  ||  piter->m_plht != this

1011
            ||  piter->m_lkl == LKL_WRITELOCK)

1012
            return LK_BAD_ITERATOR;

1013


1014
        const_cast<CLinearHashTable<_Lock>*>(this)

1015
             ->_CloseIterator(static_cast<CIterator*>(piter));

1016


1017
        _Unlock();

1018
        return LK_SUCCESS;

1019
    };

1020
};

1021


1022


1023


1024
//--------------------------------------------------------------------

1025
// CHashTable

1026
//

1027
// To improve concurrency, a hash table is divided into a number of

1028
// (independent) subtables. Each subtable is a linear hash table. The

1029
// number of subtables is defined when the table is created and remains

1030
// fixed thereafter. Records are assigned to subtables based on their

1031
// hashed key.

1032
//

1033
// For small or low-contention hashtables, you can bypass this

1034
// thin wrapper and use CLinearHashTable directly.  The methods are

1035
// documented in the declarations for CLinearHashTable (above).

1036
//--------------------------------------------------------------------

1037


1038
template <class _Lock=CSpinLock>

1039
class DLLEXP CHashTable

1040
{

1041
private:

1042
    typedef CLinearHashTable<_Lock> SubTable;

1043


1044
    class CIterator;

1045
    friend class CHashTable<_Lock>::CIterator;

1046


1047
    // Hash table parameters

1048
    size_t         m_cSubTables;    // number of subtables

1049
    SubTable**     m_palhtDir;      // array of subtables

1050


1051
    // type-specific function pointers

1052
    PFnExtractKey  m_pfnExtractKey;

1053
    PFnCalcKeyHash m_pfnCalcKeyHash;

1054


1055
    // Private copy ctor and op= to prevent compiler synthesizing them.

1056
    // Must provide a (bad) implementation because we export instantiations.

1057
    // TODO: implement these properly; they could be useful.

1058
    CHashTable(const CHashTable&)             {*(BYTE*)NULL;}

1059
    CHashTable& operator=(const CHashTable&)  {return *(CHashTable*)NULL;}

1060


1061


1062
    // Extract the key from the record

1063
    const void*  _ExtractKey(const void* pvRecord) const

1064
    {

1065
        IRTLASSERT(pvRecord != NULL);

1066
        IRTLASSERT(m_pfnExtractKey != NULL);

1067
        return (*m_pfnExtractKey)(pvRecord);

1068
    }

1069


1070
    // Hash the key

1071
    DWORD        _CalcKeyHash(const void* pvKey) const

1072
    {

1073
        // Note pvKey==0 is acceptable, as the real key type could be an int

1074
        IRTLASSERT(m_pfnCalcKeyHash != NULL);

1075
        return (*m_pfnCalcKeyHash)(pvKey);

1076
    }

1077


1078
    // Use the key's hash signature to multiplex into a subtable

1079
    SubTable*    _SubTable(DWORD dwSignature) const

1080
    {

1081
        IRTLASSERT(m_palhtDir != NULL  &&  m_cSubTables > 0);

1082
        if (m_palhtDir != NULL)

1083
        {

1084
            const DWORD PRIME = 1048583UL;  // used to scramble the hash sig

1085
            DWORD       index = (dwSignature % PRIME) % m_cSubTables;

1086
            return m_palhtDir[index];

1087
        }

1088
        else

1089
            return NULL;

1090
    }

1091


1092
    void         _WriteLock();

1093
    void         _ReadLock() const;

1094
    void         _Unlock() const;

1095


1096
public:

1097
    CHashTable(

1098
        PFnExtractKey   pfnExtractKey,  // Extract key from record

1099
        PFnCalcKeyHash  pfnCalcKeyHash, // Calculate hash signature of key

1100
        PFnEqualKeys    pfnEqualKeys,   // Compare two keys

1101
        PFnAddRefRecord pfnAddRefRecord=NULL,   // AddRef in FindKey

1102
        double    maxload=DFLT_LK_MAXLOAD,      // bound on avg chain length

1103
        size_t    initsize=DFLT_LK_INITSIZE,    // Initial size of hash table.

1104
        size_t    num_subtbls=DFLT_LK_NUM_SUBTBLS  // #subordinate hash tables.

1105
        );

1106


1107
    ~CHashTable();

1108


1109

    // Thin wrappers for the corresponding methods in CLinearHashTable

1110
    LK_RETCODE     InsertRecord
(const void* pvRecord, bool fOverwrite=true)

1111
    {

1112
        DWORD     hash_val  = _CalcKeyHash(_ExtractKey(pvRecord));

1113
        SubTable* const pst = _SubTable(hash_val);

1114
        return (pst != NULL

1115
                ?  pst->_InsertRecord(pvRecord, hash_val, fOverwrite)

1116
                :  LK_UNUSABLE);

1117
    }

1118


1119
    LK_RETCODE
     DeleteKey(const void* pvKey)

1120
    {

1121
        DWORD     hash_val  = _CalcKeyHash(pvKey);

1122
        SubTable* const pst = _SubTable(hash_val);

1123
        return (pst != NULL

1124
                ?  pst->_DeleteKey(pvKey, hash_val)

1125
                :  LK_UNUSABLE);

1126
    }

1127


1128

    const void*    FindKey(const void* pvKey) const

1129
    {

1130
        DWORD     hash_val  = _CalcKeyHash(pvKey);

1131
        SubTable* const pst = _SubTable(hash_val);

1132
        return (pst != NULL

1133
                ?  pst->_FindKey(pvKey, hash_val)

1134
                :  NULL);

1135
    }

1136


1137
    DWORD          Apply(PFnRecordAction pfnAction,

1138
                         void*           pvState=NULL,

1139
                         LK_LOCKTYPE     lkl=LKL_READLOCK);

1140
    DWORD          ApplyIf(PFnRecordPred   pfnPredicate,

1141
                           PFnRecordAction pfnAction,

1142
                           void*           pvState=NULL,

1143
                           LK_LOCKTYPE     lkl=LKL_READLOCK);

1144
    DWORD          DeleteIf(PFnRecordPred pfnPredicate,

1145
                            void*         pvState=NULL);

1146
    void           Clear();

1147


1148
    int            CheckTable() const;

1149
    void           Print() const;

1150
    size_t         Size() const;

1151
    size_t         MaxSize() const;

1152
    CHashTableStats GetStatistics() const;

1153
    bool           IsValid() const;

1154


1155
    ALLOCATOR_DEFINITIONS(CHashTable);

1156


1157
public:  ( Isn’t this public redundant?
1158
    typedef CLinearHashTable<_Lock>::CIterator CLHTIterator;

1159


1160
    class CIterator : public CLHTIterator

1161
    {

1162
    protected:

1163
        friend class CHashTable<_Lock>;

1164


1165
        CHashTable<_Lock>*  m_pht;      // which hash table?

1166
        int                 m_ist;      // which subtable

1167


1168
    private:

1169
        // Private copy ctor and op= to prevent compiler synthesizing them.

1170
        // Must provide (bad) implementation because we export instantiations.

1171
        CIterator(const CIterator&)             {*(BYTE*)NULL;}

1172
        CIterator& operator=(const CIterator&)  {return *(CIterator*)NULL;}

1173


1174
    public:

1175
        CIterator(

1176
            LK_LOCKTYPE lkl=LKL_WRITELOCK)

1177
            : CLHTIterator(lkl),

1178
              m_pht(NULL),

1179
              m_ist(-1)

1180
        {}

1181


1182
        const void* Record() const

1183
        {

1184
            IRTLASSERT(IsValid());

1185


1186
            // This is a hack to work around a compiler bug.  Calling

1187
            // CLHTIterator::Record calls this function recursively until

1188
            // the stack overflows.

1189
            const CLHTIterator* pBase = static_cast<const CLHTIterator*>(this);

1190
            return pBase->Record();

1191
        }

1192


1193
        const void* Key() const

1194
        {

1195
            IRTLASSERT(IsValid());

1196
            const CLHTIterator* pBase = static_cast<const CLHTIterator*>(this);

1197
            return pBase->Key();

1198
        }

1199


1200
        bool IsValid() const

1201
        {

1202
            const CLHTIterator* pBase = static_cast<const CLHTIterator*>(this);

1203
            return (m_pht != NULL  &&  m_ist >= 0  &&  pBase->IsValid());

1204
        }

1205
    };

1206


1207
    // Const iterators for readonly access

1208
    class CConstIterator : public CIterator

1209
    {

1210
    private:

1211
        // Private, unimplemented copy ctor and op= to prevent

1212
        // compiler synthesizing them.

1213
        CConstIterator(const CConstIterator&);

1214
        CConstIterator& operator=(const CConstIterator&);

1215


1216
    public:

1217
        CConstIterator()

1218
            : CIterator(LKL_READLOCK)

1219
        {}

1220
    };

1221


1222


1223
public:

1224
    LK_RETCODE     InitializeIterator(CIterator* piter);

1225
    LK_RETCODE     IncrementIterator(CIterator* piter);

1226
    LK_RETCODE     CloseIterator(CIterator* piter);

1227


1228
    LK_RETCODE     InitializeIterator(CConstIterator* piter) const

1229
    {

1230
        IRTLASSERT(piter != NULL  &&  piter->m_pht == NULL);

1231
        IRTLASSERT(piter->m_lkl != LKL_WRITELOCK);

1232


1233
        if (piter == NULL  ||  piter->m_pht != NULL

1234
            ||  piter->m_lkl == LKL_WRITELOCK)

1235
            return LK_BAD_ITERATOR;

1236


1237
        return const_cast<CHashTable<_Lock>*>(this)

1238
                ->InitializeIterator(static_cast<CIterator*>(piter));

1239
    }

1240


1241
    LK_RETCODE     IncrementIterator(CConstIterator* piter) const

1242
    {

1243
        IRTLASSERT(piter != NULL  &&  piter->m_pht == this);

1244
        IRTLASSERT(piter->m_lkl != LKL_WRITELOCK);

1245


1246
        if (piter == NULL  ||  piter->m_pht != this

1247
            ||  piter->m_lkl == LKL_WRITELOCK)

1248
            return LK_BAD_ITERATOR;

1249


1250
        return const_cast<CHashTable<_Lock>*>(this)

1251
                ->IncrementIterator(static_cast<CIterator*>(piter));

1252
    }

1253


1254
    LK_RETCODE     CloseIterator(CConstIterator* piter) const

1255
    {

1256
        IRTLASSERT(piter != NULL  &&  piter->m_pht == this);

1257
        IRTLASSERT(piter->m_lkl != LKL_WRITELOCK);

1258


1259
        if (piter == NULL  ||  piter->m_pht != this

1260
            ||  piter->m_lkl == LKL_WRITELOCK)

1261
            return LK_BAD_ITERATOR;

1262


1263
        return const_cast<CHashTable<_Lock>*>(this)

1264
                ->CloseIterator(static_cast<CIterator*>(piter));

1265
    }

1266
};

1267


1268


1269


1270
//--------------------------------------------------------------------

1271
// A typesafe wrapper for CHashTable

1272
// * _Derived must derive from CTypedHashTable and provide certain

1273
//   member functions.  See CStringTestHashTable below.

1274
// * _Record is the type of the record.  CHashTable will store

1275
//   pointers to _Record.

1276
// * _Key is the type of the key.  _Key is used directly; i.e.,

1277
//   it's not assumed to be a pointer type.  CHashTable assumes that

1278
//   the key is stored in the associated record.  See the comments

1279
//   at the declaration of PFnExtractKey for more details.

1280
// * _Lock is the type of lock needed for the table and buckets.

1281
//--------------------------------------------------------------------

1282


1283
template <class _Derived, class _Record, class _Key
, class _Lock=CSpinLock>

1284
class DLLEXP CTypedHashTable : public CHashTable<_Lock>

1285
{

1286
public:

1287
    // convenient aliases

1288
    typedef _Derived  Derived;

1289
    typedef _Record   Record;

1290
    typedef _Key      Key;

1291
    typedef _Lock     Lock;

1292


1293
    // ApplyIf() and DeleteIf(): Does the record match the predicate?

1294
    typedef LK_PREDICATE (*PFnRecordPred) (Record* pRec, void* pvState);

1295


1296
    // Apply() et al: Perform action on record.

1297
    typedef LK_ACTION   (*PFnRecordAction)(Record* pRec, void* pvState);

1298


1299
private:

1300
    // Wrappers for the typesafe methods exposed by the derived class

1301


1302
    static const void*

1303
    _ExtractKey(const void* pvRecord)

1304
    {

1305
        const _Record* pRec = static_cast<const _Record*>(pvRecord);

1306
        _Key           key  = static_cast<_Key>(_Derived::ExtractKey(pRec));

1307
        return reinterpret_cast<const void*>(key);

1308
    }

1309


1310
    static DWORD

1311
    _CalcKeyHash(const void* pvKey)

1312
    {

1313
        _Key key = reinterpret_cast<_Key>(const_cast<void*>(pvKey));

1314
        return _Derived::CalcKeyHash(key);

1315
    }

1316


1317
    static bool

1318
    _EqualKeys(const void* pvKey1, const void* pvKey2)

1319
    {

1320
        _Key key1 = reinterpret_cast<_Key>(const_cast<void*>(pvKey1));

1321
        _Key key2 = reinterpret_cast<_Key>(const_cast<void*>(pvKey2));

1322
        return _Derived::EqualKeys(key1, key2);

1323
    }

1324


1325
    // Hmm? what's a good way of bypassing this and passing NULL

1326
    // for pfnAddRefRecord to the CHashTable ctor if the user

1327
    // doesn't want this functionality?  Perhaps a template bool param?

1328
    static void

1329
    _AddRefRecord(const void* pvRecord, int nIncr)

1330
    {

1331
        _Record* pRec = static_cast<_Record*>(const_cast<void*>(pvRecord));

1332
        _Derived::AddRefRecord(pRec, nIncr);

1333
    }

1334


1335


1336
    // Typesafe wrappers for Apply, ApplyIf, and DeleteIf.

1337


1338
    class CState

1339
    {

1340
    public:

1341
        PFnRecordPred   m_pfnPred;

1342
        PFnRecordAction m_pfnAction;

1343
        void*           m_pvState;

1344


1345
        CState(

1346
            PFnRecordPred   pfnPred,

1347
            PFnRecordAction pfnAction,

1348
            void*           pvState)

1349
            : m_pfnPred(pfnPred), m_pfnAction(pfnAction), m_pvState(pvState)

1350
        {}

1351
    };

1352


1353
    static LK_PREDICATE

1354
    _Pred(const void* pvRecord, void* pvState)

1355
    {

1356
        _Record* pRec = static_cast<_Record*>(const_cast<void*>(pvRecord));

1357
        CState*  pState = static_cast<CState*>(pvState);

1358


1359
        return (*pState->m_pfnPred)(pRec, pState->m_pvState);

1360
    }

1361


1362
    static LK_ACTION

1363
    _Action(const void* pvRecord, void* pvState)

1364
    {

1365
        _Record* pRec = static_cast<_Record*>(const_cast<void*>(pvRecord));

1366
        CState*  pState = static_cast<CState*>(pvState);

1367


1368
        return (*pState->m_pfnAction)(pRec, pState->m_pvState);

1369
    }

1370


1371
public:

1372
    CTypedHashTable(

1373
        double maxload=DFLT_LK_MAXLOAD,       // Upperbound on avg chain length

1374
        size_t initsize=DFLT_LK_INITSIZE,     // Initial size of hash table.

1375
        size_t num_subtbls=DFLT_LK_NUM_SUBTBLS// #subordinate hash tables.

1376
        )

1377
        : CHashTable<_Lock>(_ExtractKey, _CalcKeyHash, _EqualKeys,

1378
                            _AddRefRecord, maxload, initsize, num_subtbls)

1379
    {}

1380


1381
    LK_RETCODE   InsertRecord(const _Record* pRec, bool fOverwrite=true)

1382
    { return CHashTable<_Lock>::InsertRecord(pRec, fOverwrite); }

1383


1384
    LK_RETCODE   DeleteKey(const _Key key)

1385
    { return CHashTable<_Lock>::DeleteKey(reinterpret_cast<const void*>(key));}

1386


1387
    // Note: returns a _Record*, not a const Record*.  This seems to be

1388
    // more useful behavior, but this is subject to review.  Note that you

1389
    // can use a const type for the template parameter to ensure constness.

1390
    _Record*     FindKey(const _Key key) const

1391
    {

1392
        const void* pvRecord = CHashTable<_Lock>::FindKey(

1393
                                    reinterpret_cast<const void*>(key));

1394
        return reinterpret_cast<_Record*>(const_cast<void*>(pvRecord));

1395
    }

1396


1397
    // Other CHashTable methods can be exposed without change

1398
    // TODO: Print?

1399


1400


1401
    // Typesafe wrappers for Apply et al

1402


1403
    DWORD        Apply(PFnRecordAction pfnAction,

1404
                       void*           pvState=NULL,

1405
                       LK_LOCKTYPE     lkl=LKL_READLOCK)

1406
    {

1407
        IRTLASSERT(pfnAction != NULL);

1408
        if (pfnAction == NULL)

1409
            return 0;

1410


1411
        CState   state(NULL, pfnAction, pvState);

1412
        return   CHashTable<_Lock>::Apply(_Action, &state, lkl);

1413
    }

1414


1415
    DWORD        ApplyIf(PFnRecordPred   pfnPredicate,

1416
                         PFnRecordAction pfnAction,

1417
                         void*           pvState=NULL,

1418
                         LK_LOCKTYPE     lkl=LKL_READLOCK)

1419
    {

1420
        IRTLASSERT(pfnPredicate != NULL  &&  pfnAction != NULL);

1421
        if (pfnPredicate == NULL  ||  pfnAction == NULL)

1422
            return 0;

1423


1424
        CState   state(pfnPredicate, pfnAction, pvState);

1425
        return   CHashTable<_Lock>::ApplyIf(_Pred, _Action, &state, lkl);

1426
    }

1427


1428
    DWORD        DeleteIf(PFnRecordPred pfnPredicate, void* pvState=NULL)

1429
    {

1430
        IRTLASSERT(pfnPredicate != NULL);

1431
        if (pfnPredicate == NULL)

1432
            return 0;

1433


1434
        CState   state(pfnPredicate, NULL, pvState);

1435
        return   CHashTable<_Lock>::DeleteIf(_Pred, &state);

1436
    }

1437


1438


1439
    // Typesafe wrappers for iterators

1440


1441
    typedef CHashTable<_Lock>::CIterator CHTIterator;

1442


1443
    class CIterator : public CHTIterator

1444
    {

1445
    private:

1446
        // Private, unimplemented copy ctor and op= to prevent

1447
        // compiler synthesizing them.

1448
        CIterator(const CIterator&);

1449
        CIterator& operator=(const CIterator&);

1450


1451
    public:

1452
        CIterator(

1453
            LK_LOCKTYPE lkl=LKL_WRITELOCK)

1454
            : CHTIterator(lkl)

1455
        {}

1456


1457
        _Record*  Record() const

1458
        {

1459
            const CHTIterator* pBase = static_cast<const CHTIterator*>(this);

1460
            return reinterpret_cast<_Record*>(const_cast<void*>(

1461
                        pBase->Record()));

1462
        }

1463


1464
        _Key      Key() const

1465
        {

1466
            const CHTIterator* pBase = static_cast<const CHTIterator*>(this);

1467
            return reinterpret_cast<_Key>(const_cast<void*>(pBase->Key()));

1468
        }

1469
    };

1470


1471
    // readonly iterator

1472
    class CConstIterator : public CIterator

1473
    {

1474
    private:

1475
        // Private, unimplemented copy ctor and op= to prevent

1476
        // compiler synthesizing them.

1477
        CConstIterator(const CConstIterator&);

1478
        CConstIterator& operator=(const CConstIterator&);

1479


1480
    public:

1481
        CConstIterator()

1482
            : CIterator(LKL_READLOCK)

1483
        {}

1484


1485
        const _Record*  Record() const

1486
        {

1487
            return CIterator::Record();

1488
        }

1489


1490
        const _Key      Key() const

1491
        {

1492
            return CIterator::Key();

1493
        }

1494
    };

1495


1496


1497
public:

1498
    LK_RETCODE     InitializeIterator(CIterator* piter)

1499
    {

1500
        return CHashTable<_Lock>::InitializeIterator(piter);

1501
    }

1502
    

1503
    LK_RETCODE     IncrementIterator(CIterator* piter)

1504
    {

1505
        return CHashTable<_Lock>::IncrementIterator(piter);

1506
    }

1507
    

1508
    LK_RETCODE     CloseIterator(CIterator* piter)

1509
    {

1510
        return CHashTable<_Lock>::CloseIterator(piter);

1511
    }

1512
    

1513
    LK_RETCODE     InitializeIterator(CConstIterator* piter) const

1514
    {

1515
        return const_cast<CTypedHashTable<_Derived,_Record,_Key,_Lock>*>(this)

1516
                ->InitializeIterator(static_cast<CIterator*>(piter));

1517
    }

1518


1519
    LK_RETCODE     IncrementIterator(CConstIterator* piter) const

1520
    {

1521
        return const_cast<CTypedHashTable<_Derived,_Record,_Key,_Lock>*>(this)

1522
                ->IncrementIterator(static_cast<CIterator*>(piter));

1523
    }

1524


1525
    LK_RETCODE     CloseIterator(CConstIterator* piter) const

1526
    {

1527
        return const_cast<CTypedHashTable<_Derived,_Record,_Key,_Lock>*>(this)

1528
                ->CloseIterator(static_cast<CIterator*>(piter));

1529
    }

1530
};

1531


1532
Does it make sense to break lkhash into two headers – the second just containing the typesafe implementation?  As a new user parsing through the first thousand lines or so of lkhash.h to find the stuff I need to implement the hash table is somewhat painful
1533


1534
#ifdef EXPIMP

1535


1536
// We must instantiate these classes so that we can export them.

1537
// This does not create objects; it merely forces generation of all

1538
// the member functions of these classes.  These declarations will

1539
// export them from the DLL and import them into an EXE.

1540


1541
// Disable warnings on "extern before template instantiation"

1542
#pragma warning (disable: 4231)

1543


1544
EXPIMP template class DLLEXP CLinearHashTable<CFakeLock>;

1545
EXPIMP template class DLLEXP CLinearHashTable<CSpinLock>;

1546


1547
EXPIMP template class DLLEXP CHashTable<CFakeLock>;

1548
EXPIMP template class DLLEXP CHashTable<CSpinLock>;

1549


1550
#pragma warning (default: 4231)

1551


1552
#endif // EXPIMP

1553


1554


1555
#ifdef __LKHASH_NAMESPACE__

1556
}

1557
#endif // __LKHASH_NAMESPACE__

1558


1559


1560


1561
#ifdef SAMPLE_LKHASH_TESTCLASS

1562


1563
#include <hashfn.h>

1564


1565
//--------------------------------------------------------------------

1566
// An example of how to create a wrapper for CHashTable

1567
//--------------------------------------------------------------------

1568


1569
// some random class

1570


1571
class CTest

1572
{

1573
public:

1574
    enum {BUFFSIZE=20};

1575


1576
    int   m_n;                  // This will also be a key

1577
    char  m_sz[BUFFSIZE];       // This will be the primary key

1578
    bool  m_fWhatever;

1579
    LONG  m_cRefs;              // RefCount for lifetime management

1580


1581
    CTest(int n, const char* psz, bool f)

1582
        : m_n(n), m_fWhatever(f), m_cRefs(0)

1583
    {

1584
        strncpy(m_sz, psz, BUFFSIZE-1);

1585
        m_sz[BUFFSIZE-1] = '\0';

1586
    }

1587


1588
    ~CTest()

1589
    {

1590
        IRTLASSERT(m_cRefs == 0);

1591
    }

1592
};

1593


1594


1595


1596
// A typed hash table of CTests, keyed on the string field.  Case-insensitive.

1597


1598
class CStringTestHashTable

1599
    : public CTypedHashTable<CStringTestHashTable, CTest, const char*>

1600
{

1601
public:

1602
    static const char*

1603
    ExtractKey(const CTest* pTest)

1604
    {

1605
        return pTest->m_sz;

1606
    }

1607


1608
    static DWORD

1609
    CalcKeyHash(const char* pszKey)

1610
    {

1611
        return HashStringNoCase(pszKey);

1612
    }

1613


1614
    static bool

1615
    EqualKeys(const char* pszKey1, const char* pszKey2)

1616
    {

1617
        return _stricmp(pszKey1, pszKey2) == 0;

1618
    }

1619


1620
    static void

1621
    AddRefRecord(CTest* pTest, int nIncr)

1622
    {

1623
        if (nIncr == +1)

1624
        {

1625
            // or, perhaps, pIFoo->AddRef() or ++pTest->m_cRefs;

1626
            InterlockedIncrement(&pTest->m_cRefs);

1627
        }

1628
        else if (nIncr == -1)

1629
        {

1630
            // or, perhaps, pIFoo->Release() or --pTest->m_cRefs;

1631
            InterlockedDecrement(&pTest->m_cRefs);

1632
        }

1633
        else

1634
            IRTLASSERT(0);

1635


1636
        TRACE("AddRef(%x, %s) %d, cRefs == %d\n",

1637
              (void*) pTest, pTest->m_sz, nIncr, pTest->m_cRefs);

1638
    }

1639
};

1640


1641


1642
// Another typed hash table of CTests.  This one is keyed on the numeric field.

1643


1644
class CNumberTestHashTable

1645
    : public CTypedHashTable<CNumberTestHashTable, CTest, int>

1646
{

1647
public:

1648
    static int   ExtractKey(const CTest* pTest)        {return pTest->m_n;}

1649
    static DWORD CalcKeyHash(int nKey)                 {return Hash(nKey);}

1650
    static bool  EqualKeys(int nKey1, int nKey2)       {return nKey1 == nKey2;}

1651
    static void  AddRefRecord(CTest* pTest, int nIncr) {/* do nothing*/}

1652
};

1653


1654


1655
// A class to exercise ApplyIf()

1656


1657
class CApplyIfTest

1658
{

1659
public:

1660
    static LK_PREDICATE

1661
    Predicate(CTest* pTest, void* pvState)

1662
    {

1663
        CApplyIfTest* pThis = static_cast<CApplyIfTest*>(pvState);

1664
        ++pThis->m_cPreds;

1665
        TRACE("CApplyIfTest::Predicate(%x (%s, %d), %x)\n",

1666
              (void*) pTest, pTest->m_sz, pTest->m_n, (void*) pThis);

1667
        return (pTest->m_n % 10 == 7)  ?  LKP_PERFORM  :   LKP_NO_ACTION;

1668
    }

1669


1670
    static LK_ACTION

1671
    Action(CTest* pTest, void* pvState)

1672
    {

1673
        CApplyIfTest* pThis = static_cast<CApplyIfTest*>(pvState);

1674
        ++pThis->m_cActions;

1675
        LK_ACTION lka = (pTest->m_n > 30)  ?  LKA_SUCCEEDED  :  LKA_FAILED;

1676


1677
        TRACE("CApplyIfTest::Action(%x (%s, %d), %x) %s\n",

1678
              (void*) pTest, pTest->m_sz, pTest->m_n, (void*) pThis,

1679
              lka == LKA_SUCCEEDED ? "succeeded" : "failed");

1680


1681
        if (lka == LKA_SUCCEEDED)

1682
            ++pThis->m_cSuccesses;

1683
        else if (lka == LKA_FAILED)

1684
            ++pThis->m_cFailures;

1685


1686
        return lka;

1687
    }

1688


1689
    int m_cPreds;

1690
    int m_cActions;

1691
    int m_cSuccesses;

1692
    int m_cFailures;

1693


1694
    CApplyIfTest()

1695
        : m_cPreds(0), m_cActions(0), m_cSuccesses(0), m_cFailures(0)

1696
    {}

1697
};

1698


1699


1700
// The Predicate and Action functions can be static member functions,

1701
// but don't have to be

1702


1703
LK_PREDICATE

1704
DeleteIfGt10(

1705
    CTest* pTest,

1706
    void* pvState)

1707
{

1708
    TRACE("DeleteIfGt10(%x, %s, %x) = %d\n",

1709
          (void*) pTest, pTest->m_sz, pvState, pTest->m_n);

1710
    return (pTest->m_n > 10)  ?  LKP_PERFORM  :   LKP_NO_ACTION;

1711
}

1712


1713


1714
#include <stdio.h>

1715
#include <string.h>

1716


1717
void Test()

1718
{

1719
    // Some objects for the hash tables

1720
    CTest tl(5,  "Larson",   true);

1721
    CTest tk(17, "Krishnan", false);

1722
    CTest tr(37, "Reilly",   true);

1723


1724
    // A string-keyed hash table

1725
    CStringTestHashTable stht;

1726


1727
    IRTLVERIFY(LK_SUCCESS == stht.InsertRecord(&tl));

1728
    IRTLVERIFY(LK_SUCCESS == stht.InsertRecord(&tk));

1729
    IRTLVERIFY(LK_SUCCESS == stht.InsertRecord(&tr));

1730


1731
    TRACE("Check the overwrite feature of InsertRecord\n");

1732
    IRTLVERIFY(LK_KEY_EXISTS == stht.InsertRecord(&tr, false));

1733
    IRTLASSERT(tr.m_cRefs == 1);

1734
    IRTLVERIFY(LK_SUCCESS == stht.InsertRecord(&tr, true));

1735
    IRTLASSERT(tr.m_cRefs == 1);    // 1+1-1 == 1

1736


1737
    TRACE("Check that the keys are really present in the table and that "

1738
          "the refcounting works\n");

1739
    IRTLVERIFY(&tl == stht.FindKey(tl.m_sz));

1740
    IRTLASSERT(tl.m_cRefs == 2);

1741
    IRTLVERIFY(&tk == stht.FindKey(tk.m_sz));

1742
    IRTLASSERT(tk.m_cRefs == 2);

1743
    IRTLVERIFY(&tr == stht.FindKey(tr.m_sz));

1744
    IRTLASSERT(tr.m_cRefs == 2);

1745


1746
    TRACE("Look for a key under an alternate spelling (case-insensitive)\n");

1747
    IRTLVERIFY(&tr == stht.FindKey("rEiLly"));

1748
    IRTLASSERT(tr.m_cRefs == 3);

1749


1750
    TRACE("Release the references added by FindKey\n");

1751
    stht.AddRefRecord(&tl, -1);

1752
    tk.m_cRefs--;

1753
    tr.m_cRefs = 1;

1754


1755
    TRACE("Now build the numeric hash table\n");

1756
    CNumberTestHashTable ntht;

1757


1758
    IRTLVERIFY(LK_SUCCESS == ntht.InsertRecord(&tl));

1759
    IRTLVERIFY(LK_SUCCESS == ntht.InsertRecord(&tk));

1760
    IRTLVERIFY(LK_SUCCESS == ntht.InsertRecord(&tr));

1761


1762
    TRACE("Test ApplyIf()\n");

1763
    CApplyIfTest ait;

1764


1765
    IRTLVERIFY(1 == ntht.ApplyIf(ait.Predicate, ait.Action, &ait));

1766
    IRTLASSERT(3 == ait.m_cPreds  &&  2 == ait.m_cActions

1767
               &&  1 == ait.m_cSuccesses  &&  1 == ait.m_cFailures);

1768


1769
    TRACE("Test DeleteIf()\n");

1770
    IRTLASSERT(3 == ntht.Size());

1771
    ntht.DeleteIf(DeleteIfGt10, NULL);

1772
    IRTLASSERT(1 == ntht.Size());

1773


1774
    TRACE("Check that the keys that were supposed to be deleted "

1775
          "really are gone\n");

1776
    IRTLASSERT(tl.m_n <= 10);

1777
    IRTLVERIFY(&tl  == ntht.FindKey(tl.m_n));

1778
    IRTLASSERT(tk.m_n >  10);

1779
    IRTLVERIFY(NULL == ntht.FindKey(tk.m_n));

1780
    IRTLASSERT(tr.m_n >  10);

1781
    IRTLVERIFY(NULL == ntht.FindKey(tr.m_n));

1782


1783
    IRTLVERIFY(LK_SUCCESS == ntht.DeleteKey(tl.m_n));

1784
    IRTLASSERT(0 == ntht.Size());

1785


1786
    TRACE("Check Iterators\n");

1787
    size_t cRec = 0;

1788
    CStringTestHashTable::CIterator iter;

1789
    LK_RETCODE lkrc = stht.InitializeIterator(&iter);

1790


1791
    while (lkrc == LK_SUCCESS)

1792
    {

1793
        ++cRec;

1794
        CStringTestHashTable::Key     pszKey = iter.Key();

1795
        CStringTestHashTable::Record* pRec   = iter.Record();

1796


1797
        IRTLASSERT(pRec == &tl  ||  pRec == &tk  ||  pRec == &tr);

1798
        printf("Record(%x) contains \"%s\"\n", (void*) pRec, pszKey);

1799
        lkrc = stht.IncrementIterator(&iter);

1800
    }

1801


1802
    IRTLASSERT(lkrc == LK_NO_MORE_ELEMENTS);

1803


1804
    lkrc = stht.CloseIterator(&iter);

1805
    IRTLASSERT(lkrc == LK_SUCCESS);

1806
    IRTLASSERT(cRec == stht.Size());

1807


1808
    TRACE("Check const iterators\n");

1809
    const CStringTestHashTable& sthtConst = stht;

1810
    CStringTestHashTable::CConstIterator iterConst;

1811
    cRec = 0;

1812


1813
    lkrc = sthtConst.InitializeIterator(&iterConst);

1814


1815
    while (lkrc == LK_SUCCESS)

1816
    {

1817
        ++cRec;

1818
        const CStringTestHashTable::Key     pszKey = iterConst.Key();

1819
        const CStringTestHashTable::Record* pRec   = iterConst.Record();

1820


1821
        IRTLASSERT(pRec == &tl  ||  pRec == &tk  ||  pRec == &tr);

1822
        printf("Const Record(%x) contains \"%s\"\n", (void*) pRec, pszKey);

1823
        lkrc = sthtConst.IncrementIterator(&iterConst);

1824
    }

1825


1826
    IRTLASSERT(lkrc == LK_NO_MORE_ELEMENTS);

1827


1828
    lkrc = sthtConst.CloseIterator(&iterConst);

1829
    IRTLASSERT(lkrc == LK_SUCCESS);

1830
    IRTLASSERT(cRec == sthtConst.Size());

1831


1832
#if 1

1833
    TRACE("Check Clear\n");

1834
    stht.Clear();

1835
    IRTLASSERT(0 == stht.Size());

1836
#else

1837
    TRACE("Check DeleteKey\n");

1838
    IRTLVERIFY(LK_SUCCESS == stht.DeleteKey(tl.m_sz));

1839
    IRTLVERIFY(LK_SUCCESS == stht.DeleteKey(tk.m_sz));

1840
    IRTLVERIFY(LK_SUCCESS == stht.DeleteKey(tr.m_sz));

1841
#endif

1842


1843
    // ~CTest will check for m_cRefs==0

1844
}

1845


1846
#endif // SAMPLE_LKHASH_TESTCLASS

1847


1848
#endif // __LKHASH_H__

IRTLMisc.h

1
/*++

2


3
   Copyright    (c)    1998    Microsoft Corporation

4


5
   Module  Name :

6
       irtlmisc.h

7


8
   Abstract:

9
       Declares miscellaneous functions and classes in IisRtl.DLL

10


11
   Author:

12
       George V. Reilly      (GeorgeRe)     06-Jan-1998

13


14
   Environment:

15
       Win32 - User Mode

16


17
   Project:

18
       Internet Information Server RunTime Library

19


20
   Revision History:

21


22
--*/

23


24


25
#ifndef __IRTLMISC_H__

26
#define __IRTLMISC_H__

27


28


29
//--------------------------------------------------------------------

30
// These declarations are needed to export the template classes from

31
// IisRtl.DLL and import them into other modules.

32


33
#ifndef DLLEXP

34
# ifdef DLL_IMPLEMENTATION

35
#  define DLLEXP __declspec(dllexport)

36
#  ifdef IMPLEMENTATION_EXPORT

37
#   define EXPIMP

38
#  else

39
#   undef  EXPIMP

40
#  endif 

41
# else

42
#  define DLLEXP __declspec(dllimport)

43
#  define EXPIMP extern

44
# endif 

45
#endif // !DLLEXP

46


47


48


49
//--------------------------------------------------------------------

50
// Miscellaneous functions

51


52
#ifdef __cplusplus

53
extern "C" {

54
#endif // __cplusplus

55


56
DLLEXP const char* stristr(const char* pszString, const char* pszSubString);

57


58
#ifdef __cplusplus

59
}

60
#endif // __cplusplus

61


62
#endif // __IRTLMISC_H__

Locks.h

1
/*++

2


3
   Copyright    (c)    1998    Microsoft Corporation

4


5
   Module  Name :

6
       locks.h

7


8
   Abstract:

9
       A collection of locks for multithreaded access to data structures

10


11
   Author:

12
       George V. Reilly      (GeorgeRe)     06-Jan-1998

13


14
   Environment:

15
       Win32 - User Mode

16


17
   Project:

18
       Internet Information Server RunTime Library

19


20
   Revision History:

21


22
--*/

23


24
#ifndef __LOCKS_H__

25
#define __LOCKS_H__

26


27
//--------------------------------------------------------------------

28
// File: locks.h

29
//

30
// A collection of different implementations of read/write locks that all

31
// share the same interface.  This allows different locks to be plugged

32
// into C++ templates as parameters.

33
//

34
// The implementations are:

35
//      CFakeLock           do-nothing class; useful as a template parameter

36
//      CSpinLock           lightweight critical section

37
//      CCriticalSection    CRITICAL_SECTION

38
//      CMultiReaderLock    true multi-reader/single-writer lock

39
//--------------------------------------------------------------------

40


41


42
// TODO:

43
//  1. Implement Get/SetSpinCount methods (store in low bits?)

44
//  2. Add code in debug build that tracks thread-ids and recursion counts

45
//     to detect deadlocks

46
//  3. Try a smarter backoff algorithm

47
//  4. Add CMultiReaderLock

48


49


50
#include <irtlmisc.h>

51


52


53
//--------------------------------------------------------------------

54
// A spinlock is a sort of lightweight critical section.  Its main

55
// advantage over a true Win32 CRITICAL_SECTION is that it occupies

56
// 4 bytes instead of 20, which is important when we have a lot of

57
// locks and we're trying to be L1 cache-conscious.  On a multiprocessor

58
// machine, a spinlock tries to acquire the lock.  If it fails, it sits

59
// in a tight loop, testing the lock and decrementing a counter.  If the

60
// counter reaches zero, it does a Sleep(0), yielding the processor to

61
// another thread.  When control returns to the thread, the lock is

62
// probably free.  If not, the loop starts again and it is terminated

63
// only when the lock is acquired.  The theory is that it is less costly

64
// to spin in a busy loop for a short time rather than immediately yielding

65
// the processor, forcing an expensive context switch that requires the

66
// old thread's state (registers, etc) be saved, the new thread's state

67
// be reloaded, and the L1 and L2 caches be left full of stale data.

68
//

69
// On a 1P machine, the loop is pointless---this thread has control,

70
// hence no other thread can possibly release the lock while this thread

71
// is looping---so the processor is yielded immediately.

72
//

73
// The kernel uses spinlocks internally and spinlocks were also added to

74
// CRITICAL_SECTIONs in NT 4.0 sp3.

75
//

76
// Note: unlike a CRITICAL_SECTION, a CSpinLock cannot be recursively

77
// acquired; i.e., if you acquire a spinlock and then attempt to acquire

78
// it again *on the same thread* (perhaps from a different function), the

79
// thread will hang forever.  Caveat emptor.

80
//

81
// See also http://muralik/work/performance/spinlocks.htm

82
//

83
// The original implementation is due to PALarson.

84


85
class DLLEXP CSpinLock

86
{

87
private:

88


89
#ifdef INSTRUMENTATION

90
    // TODO

91
#endif // INSTRUMENTATION

92


93
    enum {

94
        L_UNLOCKED =    0,

95
        L_LOCKED =      1,

96
        L_MAXTESTS = 4000,

97
        L_SLEEPTIME =   0,

98
    };

99
    

100
    volatile
 LONG m_lLock;

101


102
    // How many CPUs in this machine?

103

    static int _NumProcessors()

104
    {

105
        static int s_nCPUs = 0;

106


107
        if (s_nCPUs == 0)

108
        {

109
            SYSTEM_INFO si;

110
            GetSystemInfo(&si);

111
            s_nCPUs = si.dwNumberOfProcessors;

112
        }

113
        return s_nCPUs;

114
    }

115
    

116
public:

117
    CSpinLock()

118
        : m_lLock(L_UNLOCKED)

119
    {}

120


121
    ~CSpinLock()

122
    {}

123


124
    // Acquire an exclusive lock for writing.  Blocks until acquired.

125
    void WriteLock()

126
    {

127
        // Atomically set m_lLock to L_LOCKED and read its old contents.

128
        // If the old contents were L_LOCKED, then it was already locked.

129
        while (InterlockedExchange(const_cast<LONG*>(&m_lLock), L_LOCKED)

130
               == L_LOCKED)

131
        {

132
            int cnt = L_MAXTESTS ;

133
            if (_NumProcessors() > 1)

134
            {

135
                // check no more than L_MAXTESTS times then yield

136
                while (m_lLock == L_LOCKED)

137
                { 

138
                    if (--cnt < 0)

139
                    { 

140
                        Sleep(L_SLEEPTIME) ;

141
                        cnt = L_MAXTESTS ;

}

143
                }

144
            }

145
            else

146
            {

147
                // on a 1P machine, busy waiting is a waste of time

148
                Sleep(L_SLEEPTIME);

149
            }

150
        }

151
    }

152


153
    // Acquire a (possibly shared) lock for reading.  Blocks until acquired.

154
    void ReadLock()

155
    {

156
        WriteLock();

157
    }

158


159
    // Try to acquire an exclusive lock for writing.  Returns true

160
    // if successful.  Non-blocking.

161
    bool TryWriteLock()

162
    {

163
        return (InterlockedExchange(const_cast<LONG*>(&m_lLock), L_LOCKED)

164
               == L_UNLOCKED);

165
    }

166


167
    // Try to acquire a (possibly shared) lock for reading.  Returns true

168
    // if successful.  Non-blocking.

169
    bool TryReadLock()

170
    {

171
        return TryWriteLock();

172
    }

173


174
    // Unlock the lock after a successful call to {,Try}{Read,Write}Lock().

175
    void Unlock()

176 {
177 Doesn’t this need to be interlocked exchange? As is, it’s possible the unlock will not get picked up.
177
        m_lLock = L_UNLOCKED;

178
    }

179


180
    // Is the lock already locked for writing?

181
    bool IsWriteLocked() const

182
    {

183
        return m_lLock == L_LOCKED;

184
    }

185
    

186
    // Is the lock already locked for reading?

187
    bool IsReadLocked() const

188
    {

189
        return IsWriteLocked();

190
    }

191
    

192
    // Is the lock unlocked?

193
    bool IsUnlocked() const

194
    {

195
        return m_lLock == L_UNLOCKED;

196
    }

197
    

198
    // Set the spin count

199
    void SetSpinCount(WORD dwSpins) {}  // TODO

200


201
    // Return the spin count

202
    WORD GetSpinCount() const       { return L_MAXTESTS; }

203
};

204


205


206


207
//--------------------------------------------------------------------

208
// A dummy class, primarily useful as a template parameter

209


210
class DLLEXP CFakeLock

211
{

212
private:

213
    DWORD dwDummy;      // for DWORD alignment of the CFakeLock

214


215
public:

216
    CFakeLock()                     {} 

217
    ~CFakeLock()                    {} 

218
    void WriteLock()                {} 

219
    void ReadLock()                 {} 

220
    bool TryWriteLock()             {return true;} 

221
    bool TryReadLock()              {return true;} 

222
    void Unlock()                   {}

223
    bool IsWriteLocked() const      {return true;} 

224
    bool IsReadLocked() const       {return IsWriteLocked();}

225
    bool IsUnlocked() const         {return true;}

226
    void SetSpinCount(WORD dwSpins) {}

227
    WORD GetSpinCount() const       {return 0;}

228
};

229


230


231


232
//--------------------------------------------------------------------

233
// A Win32 CRITICAL_SECTION

234


235
class DLLEXP CCriticalSection

236
{

237
private:

238

CRITICAL_SECTION m_cs;

239
public:

240

CCriticalSection()  { InitializeCriticalSection(&m_cs); }

241

~CCriticalSection() { DeleteCriticalSection(&m_cs); }

242

void WriteLock()    { EnterCriticalSection(&m_cs); }

243

void ReadLock()     { WriteLock(); }

244
    bool TryWriteLock() {return TryEnterCriticalSection(&m_cs) ? true : false;}

245
    bool TryReadLock()  { return TryWriteLock(); }

246

void Unlock()       { LeaveCriticalSection(&m_cs); }

247
    bool IsWriteLocked() const      {return true;} // TODO: fix this

248
    bool IsReadLocked() const       {return IsWriteLocked();}

249
    bool IsUnlocked() const         {return true;} // TODO: fix this

250
    void SetSpinCount(WORD dwSpins) {}            // TODO

251
    WORD GetSpinCount() const       { return 0; } // TODO

252
};

253


254


255


256
//--------------------------------------------------------------------

257
// A multi-reader, single-writer lock, such as CSharelock or RTL_RESOURCE

258


259
class DLLEXP CMultiReaderLock

260
{

261
    // TODO: flesh out

262
};

263


264
#endif // __LOCKS_H__

HashFn.h

1
/*++

2


3
   Copyright    (c)    1998    Microsoft Corporation

4


5
   Module  Name :

6
       hashfn.h

7


8
   Abstract:

9
       Declares and defines a collection of overloaded hash functions

10


11
   Author:

12
       George V. Reilly      (GeorgeRe)     06-Jan-1998

13


14
   Environment:

15
       Win32 - User Mode

16


17
   Project:

18
       Internet Information Server RunTime Library

19


20
   Revision History:

21


22
--*/

23


24
#ifndef __HASHFN_H__

25
#define __HASHFN_H__

26


27


28
// Produce a scrambled, randomish number in the range 0 to RANDOM_PRIME-1.

29
inline DWORD

30
HashScramble(DWORD dwHash)

31
{

32
    // Here are 10 primes slightly greater than 10^9

33
    //  1000000007, 1000000009, 1000000021, 1000000033, 1000000087,

34
    //  1000000093, 1000000097, 1000000103, 1000000123, 1000000181.

35


36
    // default value for "scrambling constant"

37
    const DWORD RANDOM_CONSTANT = 314159269UL;

38
    // large prime number, also used for scrambling

39
    const DWORD RANDOM_PRIME =   1000000007UL;

40


41
    return (RANDOM_CONSTANT * dwHash) % RANDOM_PRIME ;

42
}

43


44


45
inline DWORD

46
HashString(

47
    const char* psz,

48
    DWORD       dwHash = 0)

49
{

50
    for (  ;  *psz;  ++psz)

51
        dwHash = 37 * dwHash  +  *psz;

52


53
    return HashScramble(dwHash);

54
}

55


56


57
inline DWORD

58
HashString(

59
    const wchar_t* pwsz,

60
    DWORD          dwHash = 0)

61
{

62
    for (  ;  *pwsz;  ++pwsz)

63
        dwHash = 37 * dwHash  +  *pwsz;

64


65
    return HashScramble(dwHash);

66
}

67


68


69
// Quick-'n'-dirty case-insensitive string hash function.

70
// Make sure that you follow up with _stricmp or _mbsicmp.  You should

71
// also cache the length of strings and check those first.  Caching

72
// an uppercase version of a string can help too.

73
inline DWORD

74
HashStringNoCase(

75
    const char* psz,

76
    DWORD       dwHash = 0)

77
{

78
    for (  ;  *psz;  ++psz)

79
        dwHash = 37 * dwHash  +  (*psz & 0xDF);  // strip off lowercase bit

80


81
    return HashScramble(dwHash);

82
}

83


84


85
inline DWORD

86
HashStringNoCase(

87
    const wchar_t* pwsz,

88
    DWORD          dwHash = 0)

89
{

90
    for (  ;  *pwsz;  ++pwsz)

91
        dwHash = 37 * dwHash  +  (*pwsz & 0xFFDF);

92


93
    return HashScramble(dwHash);

94
}

95


96


97
// HashBlob returns the hash of a blob of arbitrary binary data.

98
// 

99
// Warning: HashBlob is generally not the right way to hash a class object.

100
// Consider:

101
//     class CFoo {

102
//     public:

103
//         char   m_ch;

104
//         double m_d;

105
//         char*  m_psz;

106
//     };

107
// 

108
//     inline DWORD Hash(const CFoo& rFoo)

109
//     { return HashBlob(&rFoo, sizeof(CFoo)); }

110
//

111
// This is the wrong way to hash a CFoo for two reasons: (a) there will be

112
// a 7-byte gap between m_ch and m_d imposed by the alignment restrictions

113
// of doubles, which will be filled with random data (usually non-zero for

114
// stack variables), and (b) it hashes the address (not the contents) of the

115
// string m_psz.  Similarly,

116
// 

117
//     bool operator==(const CFoo& rFoo1, const CFoo& rFoo2)

118
//     { return memcmp(&rFoo1, &rFoo2, sizeof(CFoo)) == 0; }

119
//

120
// does the wrong thing.  Better to do this:

121
//

122
//     DWORD Hash(const CFoo& rFoo)

123
//     {

124
//         return HashString(rFoo.m_psz,

125
//                           37 * Hash(rFoo.m_ch)  +  Hash(rFoo.m_d));

126
//     }

127


128
inline DWORD

129
HashBlob(

130
    const void* pv,

131
    size_t      cb,

132
    DWORD       dwHash = 0)

133
{

134
    LPBYTE pb = static_cast<LPBYTE>(const_cast<void*>(pv));

135


136
    while (cb-- > 0)

137
        dwHash = 37 * dwHash  +  *pb++;

138


139
    return HashScramble(dwHash);

140
}

141


142


143


144
//

145
// Overloaded hash functions for all the major builtin types

146
//

147


148
inline DWORD Hash(const char* psz)

149
{ return HashString(psz); }

150


151
inline DWORD Hash(const unsigned char* pusz)

152
{ return HashString(reinterpret_cast<const char*>(pusz)); }

153


154
inline DWORD Hash(const signed char* pssz)

155
{ return HashString(reinterpret_cast<const char*>(pssz)); }

156


157
inline DWORD Hash(const wchar_t* pwsz)

158
{ return HashString(pwsz); }

159


160


161
// Identity hash functions: scalar values map to themselves

162
inline DWORD Hash(char c)

163
{ return c; }

164


165
inline DWORD Hash(unsigned char uc)

166
{ return uc; }

167


168
inline DWORD Hash(signed char sc)

169
{ return sc; }

170


171
inline DWORD Hash(short sh)

172
{ return sh; }

173


174
inline DWORD Hash(unsigned short ush)

175
{ return ush; }

176


177
inline DWORD Hash(int i)

178
{ return i; }

179


180
inline DWORD Hash(unsigned int u)

181
{ return u; }

182


183
inline DWORD Hash(long l)

184
{ return l; }

185


186
inline DWORD Hash(unsigned long ul)

187
{ return ul; }

188


189
inline DWORD Hash(float f)

190
{

191
    // be careful of rounding errors when computing keys

192
    union {

193
        float f;

194
        DWORD dw;

195
    } u;

196
    u.f = f;

197
    return u.dw;

198
}

199


200
inline DWORD Hash(double dbl)

201
{

202
    // be careful of rounding errors when computing keys

203
    union {

204
        double dbl;

205
        DWORD  dw[2];

206
    } u;

207
    u.dbl = dbl;

208
    return u.dw[0] * 37  +  u.dw[1];

209
}

210


211
#endif // __HASHFN_H__

IRTLDbg.h

1
/*++

2


3
   Copyright    (c)    1998    Microsoft Corporation

4


5
   Module  Name :

6
       irtldbg.h

7


8
   Abstract:

9
       Some simple debugging macros that look and behave a lot like their

10
       namesakes in MFC.  These macros should work in both C and C++ and do

11
       something useful with almost any Win32 compiler.

12


13
   Author:

14
       George V. Reilly      (GeorgeRe)     06-Jan-1998

15


16
   Environment:

17
       Win32 - User Mode

18


19
   Project:

20
       Internet Information Server RunTime Library

21


22
   Revision History:

23


24
--*/

25


26
#ifndef __IRTLDBG_H__

27
#define __IRTLDBG_H__

28


29
#include <irtlmisc.h>

30


31
/* Ensure that MessageBoxes can popup */

32
# define RUNNING_AS_SERVICE 1

33


34
#include <tchar.h>

35


36
# ifndef _AFX

37
  /* Assure compatiblity with MFC */

38


39
# ifdef _DEBUG

40
#  if defined(_MSC_VER)  &&  (_MSC_VER >= 1000)

41
    /* Use the new debugging tools in Visual C++ 4.x */

42
#   include <crtdbg.h>

43
    /* _ASSERTE will give a more meaningful message, but the string takes

44
     * space.  Use _ASSERT if this is an issue. */

45
#   define IRTLASSERT(f) _ASSERTE(f)

46
#  else

47
#   include <assert.h>

48
#   define IRTLASSERT(f) assert(f)

49
#  endif

50


51
#  define IRTLVERIFY(f)           IRTLASSERT(f)

52
#  define DEBUG_ONLY(f)           (f)

53
#  define TRACE                   IrtlTrace

54
#  define TRACE0(psz)             IrtlTrace(_T("%s"), _T(psz))

55
#  define TRACE1(psz, p1)         IrtlTrace(_T(psz), p1)

56
#  define TRACE2(psz, p1, p2)     IrtlTrace(_T(psz), p1, p2)

57
#  define TRACE3(psz, p1, p2, p3) IrtlTrace(_T(psz), p1, p2, p3)

58
#  define ASSERT_VALID(pObj)  \

59
     do {IRTLASSERT((pObj) != NULL); (pObj)->AssertValid();} while (0)

60
#  define DUMP(pObj)  \

61
     do {IRTLASSERT((pObj) != NULL); (pObj)->Dump();} while (0)

62


63
# else /* !_DEBUG */

64
#   pragma message("!_DEBUG")

65


66
  /* These macros should all compile away to nothing */

67
#  define IRTLASSERT(f)           ((void)0)

68
#  define IRTLVERIFY(f)           ((void)(f))

69
#  define DEBUG_ONLY(f)           ((void)0)

70
#  define TRACE                   1 ? (void)0 : IrtlTrace

71
#  define TRACE0(psz)

72
#  define TRACE1(psz, p1)

73
#  define TRACE2(psz, p1, p2)

74
#  define TRACE3(psz, p1, p2, p3)

75
#  define ASSERT_VALID(pObj)      ((void)0)

76
#  define DUMP(pObj)              ((void)0)

77


78
# endif /* !_DEBUG */

79


80


81
# define ASSERT_POINTER(p, type) \

82
    IRTLASSERT(((p) != NULL)  &&  IsValidAddress((p), sizeof(type), FALSE))

83


84
# define ASSERT_NULL_OR_POINTER(p, type) \

85
    IRTLASSERT(((p) == NULL)  ||  IsValidAddress((p), sizeof(type), FALSE))

86


87


88
/* Declarations for non-Windows apps */

89


90
# ifndef _WINDEF_

91
typedef void*           LPVOID;

92
typedef const void*     LPCVOID;

93
typedef unsigned int    UINT;

94
typedef int             BOOL;

95
typedef const char*     LPCTSTR;

96
# endif /* _WINDEF_ */

97


98
# ifndef TRUE

99
#  define FALSE  0

100
#  define TRUE   1

101
# endif

102


103


104
# ifdef __cplusplus

105
extern "C" {

106


107
/* Low-level sanity checks for memory blocks */

108
BOOL IsValidAddress(LPCVOID pv, UINT nBytes, BOOL fReadWrite = TRUE);

109
BOOL IsValidString(LPCTSTR ptsz, int nLength = -1);

110


111
}

112


113
# else /* !__cplusplus */

114


115
/* Low-level sanity checks for memory blocks */

116
BOOL IsValidAddress(LPCVOID pv, UINT nBytes, BOOL fReadWrite);

117
BOOL IsValidString(LPCTSTR ptsz, int nLength);

118


119
# endif /* !__cplusplus */

120


121
#endif /* !_AFX */

122


123


124
/* in debug version, writes trace messages to debug stream */

125
#ifdef __cplusplus

126
extern "C"

127
#endif /* !__cplusplus */

128
DLLEXP

129
void __cdecl

130
IrtlTrace(

131
    LPCTSTR pszFormat,

132
    ...);

133


134


135
#ifdef _DEBUG

136
# define DEBUG_INIT()            DebugInit()

137
# define DEBUG_TERM()            DebugTerm()

138
#else /* !_DEBUG */

139
# define DEBUG_INIT()            ((void)0)

140
# define DEBUG_TERM()            ((void)0)

141
#endif /* !_DEBUG */

142


143


144
#ifdef __cplusplus

145
extern "C" {

146
#endif /* __cplusplus */

147


148
/* should be called from main(), WinMain(), or DllMain() */

149
void

150
DebugInit();

151


152
void

153
DebugTerm();

154


155
#ifdef __cplusplus

156
}

157
#endif /* __cplusplus */

158


159
#endif /* __IRTLDBG_H__ */

Sources

1
#

2
# Builds iisrtl.dll, the Internet Information Server RunTime Library

3
#

4
# George V. Reilly, georgere, 1/6/1998

5
#

6


7
!include ..\..\place.inc

8


9
MAJORCOMP=iis

10
MINORCOMP=IisRtl

11


12
TARGETNAME=IisRtl

13
TARGETPATH=$(BASEDIR)\public\sdk\lib

14
TARGETTYPE=DYNLINK

15


16
TARGETLIBS=$(BASEDIR)\public\sdk\lib\*\kernel32.lib \

17
           $(BASEDIR)\public\sdk\lib\*\advapi32.lib \

18
           $(BASEDIR)\public\sdk\lib\*\isatq.lib    \

19
           ..\lib\*\isdebug.lib   \

20
           ..\lib\*\memman.lib   \

21
           $(BASEDIR)\public\sdk\lib\*\user32.lib   \

22
#          $(BASEDIR)\public\sdk\lib\*\comctl32.lib \

23
#          $(BASEDIR)\public\sdk\lib\*\gdi32.lib    \

24
#          $(BASEDIR)\public\sdk\lib\*\comdlg32.lib \

25
#          $(BASEDIR)\public\sdk\lib\*\winspool.lib \

26
#          $(BASEDIR)\public\sdk\lib\*\shell32.lib  \

27
#          $(BASEDIR)\public\sdk\lib\*\rpcrt4.lib   \

28


29


30
DLLENTRY=_DllMainCRTStartup

31


32
USE_USRDLL=1

33
USE_CRTDLL=1

34
# USER_C_FLAGS=$(USER_C_FLAGS) /EP

35


36
SOURCES=\

37
        lkhash.cpp \

38
        dllmain.cpp \

39
        irtldbg.cpp \

40
        locks.cpp \

41
        strings.cpp \

42


43
INCLUDES=.;..\..\inc; \

44
        $(BASEDIR)\public\sdk\inc; \

45
        $(BASEDIR)\private\inc

46


47
PRECOMPILED_INCLUDE=precomp.hxx

48
PRECOMPILED_OBJ=precomp.obj

49
PRECOMPILED_PCH=precomp.pch

50
PRECOMPILED_CXX=1

PreComp.hxx

1
/*++

2


3
   Copyright    (c)    1998    Microsoft Corporation

4


5
   Module  Name :

6
       precomp.hxx

7


8
   Abstract:

9
       Precompiled headers for IISRTL

10


11
   Author:

12
       George V. Reilly      (GeorgeRe)     13-Jan-1998

13


14
   Environment:

15
       Win32 - User Mode

16


17
   Project:

18
       Internet Information Server RunTime Library

19


20
   Revision History:

21


22
--*/

23


24
#include <acache.hxx>

25
#include <windows.h>

26
#include <dbgutil.h>

LKHash.cpp

1
// =============================================================

2
// Functions/methods for class CLinearHashTable.

3
//

4
// Paul Larson, palarson@microsoft.com, March 1996

5
//   Original implementation

6
//

7
// George V. Reilly, georgere@microsoft.com, December 1997

8
//   Massive cleanup and rewrite.  Templatized.

9
//

10
//==============================================================

11


12


13
#include "precomp.hxx"

14


15
// #define SAMPLE_LKHASH_TESTCLASS 1

16


17


18
#define DLL_IMPLEMENTATION

19
#define IMPLEMENTATION_EXPORT

20
#include <lkhash.h>

21


22
#ifdef __LKHASH_NAMESPACE__

23
namespace LKHash {

24
#endif // __LKHASH_NAMESPACE__

25


26


27


28
#ifdef ALLOCATOR_NEW

29


30
# if defined(MANODEL) || defined(MADEL)

31
# include <dbgutil.h>

32
  DECLARE_DEBUG_VARIABLE();

33
  DECLARE_DEBUG_PRINTS_OBJECT();

34
# endif

35


36
# define DECLARE_ALLOCATOR(CLASS)                                   \

37
  CAllocator* CLASS<CFakeLock>::sm_palloc = NULL;                   \

38
  CAllocator* CLASS<CSpinLock>::sm_palloc = NULL

39


40
# define DECLARE_ALLOCATOR_LHTSUBCLASS(CLASS)                       \

41
  CAllocator* CLinearHashTable<CFakeLock>::CLASS::sm_palloc = NULL; \

42
  CAllocator* CLinearHashTable<CSpinLock>::CLASS::sm_palloc = NULL

43


44


45
  DECLARE_ALLOCATOR(CLinearHashTable);

46
  DECLARE_ALLOCATOR(CHashTable);

47
  DECLARE_ALLOCATOR_LHTSUBCLASS(CNodeClump);

48
  DECLARE_ALLOCATOR_LHTSUBCLASS(CSegment);

49


50
#endif // ALLOCATOR_NEW

51


52


53
// -------------------------------------------------------------------------

54
// Initialize per-class allocators

55
// -------------------------------------------------------------------------

56


57
HRESULT

58
HashTableInit()

59
{

60
    HRESULT hr = S_OK;

61


62
    TRACE("HashTableInit\n");

63


64
#define INIT_ALLOCATOR(CLASS, N)                                   \

65
    ALLOCATOR_INIT(CLASS<CFakeLock>, N, hr);                       \

66
    ALLOCATOR_INIT(CLASS<CSpinLock>, N, hr)

67


68
#define INIT_ALLOCATOR_LHTSUBCLASS(CLASS, N)                       \

69
    ALLOCATOR_INIT(CLinearHashTable<CFakeLock>::CLASS, N, hr);     \

70
    ALLOCATOR_INIT(CLinearHashTable<CSpinLock>::CLASS, N, hr)

71


72


73
    INIT_ALLOCATOR(CLinearHashTable,        20);

74
    INIT_ALLOCATOR(CHashTable,               4);

75
    INIT_ALLOCATOR_LHTSUBCLASS(CNodeClump, 200);

76
    INIT_ALLOCATOR_LHTSUBCLASS(CSegment,   200);

77


78
    return hr;

79
}

80


81


82


83
// -------------------------------------------------------------------------

84
// Destroy per-class allocators

85
// -------------------------------------------------------------------------

86


87
void

88
HashTableUninit()

89
{

90
#define UNINIT_ALLOCATOR(CLASS)                            \

91
    ALLOCATOR_UNINIT(CLASS<CFakeLock>);                    \

92
    ALLOCATOR_UNINIT(CLASS<CSpinLock>)

93


94
#define UNINIT_ALLOCATOR_LHTSUBCLASS(CLASS)                \

95
    ALLOCATOR_UNINIT(CLinearHashTable<CFakeLock>::CLASS);  \

96
    ALLOCATOR_UNINIT(CLinearHashTable<CSpinLock>::CLASS)

97


98


99
    UNINIT_ALLOCATOR(CLinearHashTable);

100
    UNINIT_ALLOCATOR(CHashTable);

101
    UNINIT_ALLOCATOR_LHTSUBCLASS(CNodeClump);

102
    UNINIT_ALLOCATOR_LHTSUBCLASS(CSegment);

103


104
    TRACE("HashTableUninit done\n");

105
}

106


107


108


109
// CLinearHashTable --------------------------------------------------------

110
// Constructor for class CLinearHashTable.

111
// -------------------------------------------------------------------------

112


113
template <class _Lock>

114
CLinearHashTable<_Lock>::CLinearHashTable(

115
    PFnExtractKey   pfnExtractKey,  // Extract key from record

116
    PFnCalcKeyHash  pfnCalcKeyHash, // Calculate hash signature of key

117
    PFnEqualKeys    pfnEqualKeys,   // Compare two keys

118
    PFnAddRefRecord pfnAddRefRecord,// AddRef in FindKey

119
    double          maxload,        // Upperbound on the average chain length

120
    size_t          initsize        // Initial size of hash table.

121
    )

122
    : m_dwBktAddrMask(SEGMASK),

123
      m_iExpansionIdx(0),

124
      m_paDirSegs(NULL),

125
      m_MaxLoad(DFLT_LK_MAXLOAD),

126
      m_nLevel(SEGBITS),

127
      m_cDirSegs(0),

128
      m_cRecords(0),

129
      m_cActiveBuckets(0),

130
      m_pfnExtractKey(pfnExtractKey),

131
      m_pfnCalcKeyHash(pfnCalcKeyHash),

132
      m_pfnEqualKeys(pfnEqualKeys),

133
      m_pfnAddRefRecord(pfnAddRefRecord)

134
{

135
    if (m_pfnExtractKey == NULL

136
            || m_pfnCalcKeyHash == NULL

137 || m_pfnEqualKeys == NULL)
138 If this is invalid usage – add an assert.  How does the caller know whether an error occurred?  There should be some way to indicate failure to the caller.
138
        return;

139


140
    // force SEGMSIZE <= initsize <= MAX_DIRSIZE * SEGMSIZE

141
    initsize = min( max(initsize, SEGMSIZE),   MAX_DIRSIZE * SEGMSIZE);

142


143
    // TODO: better sanity check for ridiculous values?

144
    m_MaxLoad   = (maxload <= 0.0) ?  5.0 : maxload;

145
    m_cActiveBuckets = initsize;

146


147
    // adjust m_dwBktAddrMask to make it large enough to distribute

148
    // the buckets across the address space

149
    for (DWORD tmp = m_cActiveBuckets >> SEGBITS;  tmp > 1;  tmp >>= 1)

150
    {

151
        ++m_nLevel;

152
        m_dwBktAddrMask = (m_dwBktAddrMask << 1) | 1;

153
    }

154


155
    IRTLASSERT(_H1(m_cActiveBuckets) == m_cActiveBuckets);

156
    m_iExpansionIdx = m_cActiveBuckets & m_dwBktAddrMask;

157


158
    // create and clear directory

159
    DWORD dirsize = MIN_DIRSIZE;

160
    while (dirsize < (m_cActiveBuckets >> SEGBITS))

161
        dirsize <<= 1;

162


163
    dirsize = min(dirsize, MAX_DIRSIZE);

164
    IRTLASSERT(dirsize * SEGMSIZE >= m_cActiveBuckets);

165


166
    m_paDirSegs = new CDirEntry [dirsize];

167


168
    if (m_paDirSegs != NULL)

169
    {

170
        m_cDirSegs = dirsize;

171
        IRTLASSERT(m_cDirSegs > 0

172
                   &&  (m_cDirSegs & (m_cDirSegs-1)) == 0);  // == (1 << N)

173


174
        // create and initialize the required segments

175
        DWORD dwMaxSegs = m_cActiveBuckets >> SEGBITS;

176

        for (DWORD i = 0;  i < dwMaxSegs;  i++)

177
        {

178
            CSegment* pSeg = new CSegment;

179
            if (pSeg != NULL)

180
                m_paDirSegs[i].m_pseg = pSeg;

181
            else

182
            {

183
                // problem: deallocate everything

184
                delete [] m_paDirSegs
;

185
                m_paDirSegs = NULL;

186
                m_cDirSegs  = 0;

187
                return;

188
            }

189
        }

190
    }

191
    else

192
    {

193
        m_cActiveBuckets = 0;

194
    }

195
} // CLinearHashTable

196


197


198


199
// CHashTable ----------------------------------------------------------

200
// Constructor for class CHashTable.

201
// ---------------------------------------------------------------------

202


203
template <class _Lock>

204
CHashTable<_Lock>::CHashTable(

205
    PFnExtractKey   pfnExtractKey,  // Extract key from record

206
    PFnCalcKeyHash  pfnCalcKeyHash, // Calculate hash signature of key

207
    PFnEqualKeys    pfnEqualKeys,   // Compare two keys

208
    PFnAddRefRecord pfnAddRefRecord,// AddRef in FindKey

209
    double          maxload,        // Bound on the average chain length

210
    size_t          initsize,       // Initial size of hash table.

211
    size_t          num_subtbls     // Number of subordinate hash tables.

212
    )

213
    : m_cSubTables(0),

214
      m_palhtDir(NULL),

215
      m_pfnExtractKey(pfnExtractKey),

216
      m_pfnCalcKeyHash(pfnCalcKeyHash)

217
{

218
    if (pfnExtractKey == NULL

219
            || pfnCalcKeyHash == NULL

220
            || pfnEqualKeys == NULL

221
            || num_subtbls < 1)

Same comment as above.

222
        return;

223


224
    m_cSubTables = num_subtbls;

225
    m_palhtDir = new SubTable* [m_cSubTables];

226
    initsize = max(initsize, SubTable::SEGMSIZE);

227


228
    if (m_palhtDir == NULL)

229
        return;

230
    else

231
    {

232
        for (size_t i = 0;  i < m_cSubTables;  i++)

233
            m_palhtDir[i] = NULL;

234
    }

235


236

    for (size_t i = 0;  i < m_cSubTables;  i++)

237
    {

238
        m_palhtDir[i] = new SubTable(pfnExtractKey, pfnCalcKeyHash,

239
                                    pfnEqualKeys,  pfnAddRefRecord, maxload,

240
                                    (initsize - 1) / num_subtbls + 1);

241


242
        // Failed to allocate a subtable.  Destroy everything allocated so far.

243
        if (m_palhtDir[i] == NULL  ||  !m_palhtDir[i]->IsValid())

244
        {

245
            for (size_t j = i;  j-- > 0;  )

246
                delete m_palhtDir[j];

247
            delete [] m_palhtDir;

248
            m_cSubTables = 0;

249
            m_palhtDir = NULL;

250


251
            return;

252
        }

253
    }

254
} // CHashTable

255


256


257


258
// ~CLinearHashTable ------------------------------------------------------

259
// Destructor for class CLinearHashTable

260
//-------------------------------------------------------------------------

261


262
template <class _Lock>

263
CLinearHashTable<_Lock>::~CLinearHashTable()

264
{

265
    // must acquire all locks before deleting to make sure

266
    // that no other threads are using the table

267
    _WriteLock();

268
    _Clear(false);

269
    _Unlock();

270
} // ~CLinearHashTable

271


272


273


274
// ~CHashTable ------------------------------------------------------------

275
// Destructor for class CHashTable

276
//-------------------------------------------------------------------------

277
template <class _Lock>

278
CHashTable<_Lock>::~CHashTable()

279
{

280
    // delete in reverse order, just like delete[].

281
    for (size_t i = m_cSubTables;  i-- > 0;  )

I’ve never seen the type specified for array indices in C++.  Is it size_t?  My thinking here is using “int” would clearly denote this is a signed quantity which this loop obviously relies on.  The assumption is obvious but why assume if you can be explicit?
282
        delete m_palhtDir[i];

283


284
    delete [] m_palhtDir;

285
} // ~CHashTable

286


287


288


289
//------------------------------------------------------------------------

290
// Function: CLinearHashTable::_InsertRecord

291
// Synopsis: Inserts a new record into the hash table. If this causes the

292
//           average chain length to exceed the upper bound, the table is

293
//           expanded by one bucket.

294
// Output:   LK_SUCCESS,    if the record was inserted.

295
//           LK_KEY_EXISTS, if the record was not inserted (because a record

296
//               with the same key value already exists in the table, unless

297
//               fOverwrite==true).

298
//           LK_ALLOC_FAIL, if failed to allocate the required space

299
//           LK_UNUSABLE,   if hash table not in usable state

300
//           LK_BAD_RECORD, if record is bad.

301
//------------------------------------------------------------------------

302


303
template <class _Lock>

304
LK_RETCODE

305
CLinearHashTable<_Lock>::_InsertRecord(

306
    const void* pvRecord,   // Pointer to the record to add to table

307
    DWORD       dwSignature,// hash signature

308
    bool        fOverwrite  // overwrite record if key already present

309
    )

310
{

311
    IRTLASSERT(IsValid());

312
    if (!IsValid())

313
        return LK_UNUSABLE;

314


315
    if (pvRecord == NULL)

316
        return LK_BAD_RECORD;

317


318
    // find the beginning of the correct bucket chain

319
    _WriteLock();

320
    CBucket* const pbkt = _FindBucket(dwSignature, true);

321
    IRTLASSERT(pbkt != NULL);

322
    IRTLASSERT(pbkt->IsWriteLocked());

323
    _Unlock();

324


325
    // check that no record with the same key value exists

326
    // and save a pointer to the last element on the chain

327
    LK_RETCODE  lkrc = LK_SUCCESS;

328
    CNodeClump* pncFree = NULL;

329
    LONG        iFreePos = -1;

330
    CNodeClump* pncPrev;

331
    CNodeClump* pncCurr;

332
    bool        fUpdate = false;

333
    const void* pvKey = _ExtractKey(pvRecord);

Style note – I find putting local variable definitions at the beginning of the method/function to be much more readable.  When the defns are embedded in the code you have to scan the code for the variables rather then just popping to the top.  I do like the inits of the locals.
334


335
    // walk down the entire bucket chain, looking for matching hash

336
    // signatures and keys

337
    for (pncCurr = &pbkt->m_ncFirst, pncPrev = NULL;

338
         pncCurr != NULL;

339
         pncPrev = pncCurr, pncCurr = pncCurr->m_pncNext)

340
    {

341
        for (DWORD i = 0;  i < NODES_PER_CLUMP;  i++)

342
        {

343
            if (dwSignature == pncCurr->m_dwKeySigs[i]  // could be zero

344
                &&  pncCurr->m_pvNode[i] != NULL

345
                &&  _EqualKeys(pvKey,  _ExtractKey(pncCurr->m_pvNode[i])))

346
            {

347
                if (fOverwrite)

348
                {

349
                    // If we allow overwrites, this is the slot to do it to

350
                    fUpdate  = true;

per previous win32 comment would prefer to see upper case TRUE and FALSE

351
                    pncFree  = pncCurr;

352
                    iFreePos = i;

353
                    goto insert;

354
                }

355
                else

356
                {

357
                    // overwrites forbidden: return an error

358
                    lkrc = LK_KEY_EXISTS;

359
                    goto exit;

360
                }

361
            }

362


363
            // keep track of the first free slot in the bucket chain

364
            if (pncFree == NULL  &&  pncCurr->m_pvNode[i] == NULL)

365
            {

366
                IRTLASSERT(pncCurr->m_dwKeySigs[i] == 0);

367
                pncFree  = pncCurr;

368
                iFreePos = i;

369
            }

370
        }

371
    }

372


373
  insert:

374
    if (pncFree != NULL)

375
    {

376
        pncCurr = pncFree;

377
        IRTLASSERT(iFreePos >= 0);

378
    }

379
    else

380
    {

381
        // No free slots.  Attach the new node to the end of the chain

382
        IRTLASSERT(iFreePos < 0);

383
        pncCurr = new CNodeClump;

384


385
        if (pncCurr == NULL)

386
        {

387
            lkrc = LK_ALLOC_FAIL;

It’s unfortunate the LK return codes don’t correspond to win32 errors.  This adds complexity to caller error checking because they will have to map the error rather then just returning the code to the caller.  This means every error must always be handled – a real problem if new error codes are added in the future.  I think the error code values should be re-evaluated.
388
            goto exit;

389
        }

390


391
        IRTLASSERT(pncPrev != NULL  &&  pncPrev->m_pncNext == NULL);

392
        pncPrev->m_pncNext = pncCurr;

393
        iFreePos = 0;

394
    }

395


396
    // Bump the new record's reference count upwards

397
    _AddRefRecord(pvRecord, +1);

398


399
    if (fUpdate)

400
    {

401
        // We're overwriting an existing record.  Adjust the old record's

402
        // refcount downwards.  (Doing ++new, --old in this order ensures

403
        // that the refcount won't briefly go to zero if new and old are

404
        // the same record.)

405
        IRTLASSERT(pncCurr->m_pvNode[iFreePos] != NULL);

406
        _AddRefRecord(pncCurr->m_pvNode[iFreePos], -1);

407
    }

408
    else

409
    {

410
        IRTLASSERT(pncCurr->m_pvNode[iFreePos] == NULL);

411
        InterlockedIncrement(reinterpret_cast<LONG*>(&m_cRecords));

412
    }

413


414
    pncCurr->m_dwKeySigs[iFreePos] = dwSignature;

415
    pncCurr->m_pvNode[iFreePos]    = pvRecord;

416


417
  exit:

418
    pbkt->Unlock();

419


420
    if (lkrc == LK_SUCCESS)

421
    {

422
        // If the average load factor has grown too high, we grow the

423
        // table one bucket at a time.

424
        while (m_cRecords > m_MaxLoad * m_cActiveBuckets)

425
        {

426
            if (_Expand() == LK_ALLOC_FAIL)

427
                break;  // expansion failed

428
        }

429
    }

430


431
    return lkrc;

432
} // _InsertRecord

433


434


435


436
//-------------------------------------------------------------------------

437
// Function: CLinearHashTable::_DeleteKey

438
// Synopsis: Deletes the record with the given key value from the hash

439
//           table (if it exists). Holes created by deletions are not filled

440
//           immediately by moving records around. They will eventually be

441
//           filled by insertions or reorganizations during expansions or

442
//           contractions.

443
// Returns:  LK_SUCCESS, if record found and deleted.

444
//           LK_NO_SUCH_KEY, if no record with the given key value was found.

445
//           LK_UNUSABLE, if hash table not in usable state

446
//-------------------------------------------------------------------------

447


448
template <class _Lock>

449
LK_RETCODE

450
CLinearHashTable<_Lock>::_DeleteKey(

451
    const void* pvKey,      // Key value of the record, depends on key type

452
    DWORD       dwSignature

453
    )

454
{

455
    IRTLASSERT(IsValid());

456
    if (!IsValid())

457
        return LK_UNUSABLE;

458


459
    LK_RETCODE lkrc = LK_NO_SUCH_KEY;

460


461
    // locate the beginning of the correct bucket chain

462
    _WriteLock();

463
    CBucket* const pbkt = _FindBucket(dwSignature, true);

464
    IRTLASSERT(pbkt != NULL);

465
    IRTLASSERT(pbkt->IsWriteLocked());

466
    _Unlock();

467


468
    // scan down the bucket chain, looking for the victim

469
    for (CNodeClump* pncCurr = &pbkt->m_ncFirst, *pncPrev = NULL;

470
         pncCurr != NULL;

471
         pncPrev = pncCurr, pncCurr = pncCurr->m_pncNext)

472
    {

473
        for (DWORD i = 0;  i < NODES_PER_CLUMP;  i++)

474
        {

475
            if (dwSignature == pncCurr->m_dwKeySigs[i]  // could be zero

476
                &&  pncCurr->m_pvNode[i] != NULL

477
                &&  _EqualKeys(pvKey,  _ExtractKey(pncCurr->m_pvNode[i])))

478
            {

479
                IRTLVERIFY(_DeleteNode(pbkt, pncCurr, pncPrev, i));

480
                lkrc = LK_SUCCESS;

481
                goto exit;

482
            }

483
        }

484
    }

485


486
  exit:

487
    pbkt->Unlock();

488


489
    if (lkrc == LK_SUCCESS)

490
    {

491
        // contract the table if necessary

492
        double maxcontract = 1.0 / static_cast<double>(m_MaxLoad);

493


494
        for (int contractions = 0;

495
             m_cRecords < m_MaxLoad * m_cActiveBuckets

496
                 &&  m_cActiveBuckets > SEGMSIZE * MIN_DIRSIZE

497
                 &&  contractions < maxcontract;

498
             ++contractions)

499
        {

500
            lkrc = _Contract();

501
            if (lkrc != LK_SUCCESS)

502
                break;

503
        }

504
    }

505


506
    return lkrc;

507
} // _DeleteKey

508


509


510


511
//------------------------------------------------------------------------

512
// Function: CLinearHashTable::_DeleteNode

513
// Synopsis: Deletes a node; removes the node clump if empty

514
// Returns:  true if successful

515
//------------------------------------------------------------------------

516


517
template <class _Lock>

518
bool

519
CLinearHashTable<_Lock>::_DeleteNode(

520
    CBucket*     pbkt,

521
    CNodeClump*& rpnc,

522
    CNodeClump*& rpncPrev,

523
    DWORD&       riNode)

524
{

525
    IRTLASSERT(pbkt != NULL  &&  pbkt->IsWriteLocked());

526
    IRTLASSERT(rpnc != NULL);

527
    IRTLASSERT(rpncPrev == NULL  ||  rpncPrev->m_pncNext == rpnc);

528
    IRTLASSERT(0 <= riNode  &&  riNode < NODES_PER_CLUMP);

529
    IRTLASSERT(rpnc->m_pvNode[riNode] != NULL);

530


531
    if ((pbkt == NULL  ||  !pbkt->IsWriteLocked())

532
        ||  (rpnc == NULL)

533
        ||  (rpncPrev != NULL  &&  rpncPrev->m_pncNext != rpnc)

534
        ||  !(0 <= riNode  ||  riNode < NODES_PER_CLUMP)

535
        ||  (rpnc->m_pvNode[riNode] == NULL))

536
        return false;

537


538
#ifdef _DEBUG

539
    // Check that the node clump really does belong to the bucket

540
    CNodeClump* pnc2 = &pbkt->m_ncFirst;

541


542
    while (pnc2 != NULL  &&  pnc2 != rpnc)

543
         pnc2 = pnc2->m_pncNext;

544


545
    IRTLASSERT(pnc2 == rpnc);

546
#endif // _DEBUG

547


548
    // Release the reference to the record

549
    _AddRefRecord(rpnc->m_pvNode[riNode], -1);

550


551
    // Delete the node from the table

552
    rpnc->m_pvNode[riNode]    = NULL;

553
    rpnc->m_dwKeySigs[riNode] = 0;

554


555
    // Is clump empty now?  Delete it, if possible

556
    if (rpncPrev != NULL)

557
    {

558
        bool fEmpty = true;

559
        for (DWORD j = 0;  j < NODES_PER_CLUMP;  j++)

560
        {

561
            if (rpnc->m_pvNode[j] != NULL)

562
            {

563
                fEmpty = false;

564
                break;

565
            }

566
        }

567


568
        // if clump is now empty, disconnect and delete it.

569
        if (fEmpty)

570
        {

571
            IRTLASSERT(rpnc != &pbkt->m_ncFirst);

572
            IRTLASSERT(rpncPrev->m_pncNext == rpnc);

573
            rpncPrev->m_pncNext = rpnc->m_pncNext;

574
#ifdef _DEBUG

575
            rpnc->m_pncNext = NULL; // or dtor will ASSERT

576
#endif // _DEBUG

577
            delete rpnc;

578


579
            // Reset these to point to the end of the preceding clump so

580
            // that the calling procedure's loop variables aren't pointing

581
            // into limbo.

582
            rpnc   = rpncPrev;

583
            riNode = NODES_PER_CLUMP;

584
            if (rpnc == &pbkt->m_ncFirst)

585
                rpncPrev = NULL;

586
            else

587
            {

588
                for (rpncPrev = &pbkt->m_ncFirst;

589
                     rpncPrev->m_pncNext != rpnc;

590
                     rpncPrev = rpncPrev->m_pncNext)

591
                {}

592
            }

593
        }

594
    }

595


596
    IRTLASSERT(rpncPrev == NULL  ||  rpncPrev->m_pncNext == rpnc);

597


598
    InterlockedDecrement(reinterpret_cast<LONG*>(&m_cRecords));

599


600
    return true;

601
} // _DeleteNode

602


603


604


605
//------------------------------------------------------------------------

606
// Function: CLinearHashTable::_FindKey

607
// Synopsis: Locate the record associated with the given key value.

608
// Returns:  Pointer to the record, if it is found.

609
//           NULL, if the record is not found.

610
//------------------------------------------------------------------------

611


612
template <class _Lock>

613
const void*

614
CLinearHashTable<_Lock>::_FindKey(

615
    const void* pvKey,      // Key value of the record, depends on key type

616
    DWORD       dwSignature // hash signature

617
    ) const

618
{

619
    IRTLASSERT(IsValid());

620
    if (!IsValid())

621
        return NULL;

622


623
    // locate the beginning of the correct bucket chain

624
    _ReadLock();

625
    CBucket* const pbkt = _FindBucket(dwSignature, false);

626
    IRTLASSERT(pbkt != NULL);

627
    IRTLASSERT(pbkt->IsReadLocked());

628
    _Unlock();

629


630
    const void* pvRecord = NULL;

631


632
    // walk down the bucket chain

633
    for (CNodeClump* pncCurr = &pbkt->m_ncFirst;

634
         pncCurr != NULL;

635
         pncCurr = pncCurr->m_pncNext)

636
    {

637
        for (DWORD i = 0;  i < NODES_PER_CLUMP;  i++)

638
        {

639
            if (dwSignature == pncCurr->m_dwKeySigs[i]  // could be zero

640
                &&  pncCurr->m_pvNode[i] != NULL

641
                &&  _EqualKeys(pvKey,  _ExtractKey(pncCurr->m_pvNode[i])))

642
            {

643
                    pvRecord = pncCurr->m_pvNode[i];

644


645
                    // bump the reference count before handing the record

646
                    // back to the user.  The user should decrement the

647
                    // reference count when finished with this record.

648
                    _AddRefRecord(pvRecord, +1);

649
                    goto exit;

650
            }

651
        }

652
    }

653


654
  exit:

655
    pbkt->Unlock();

656
    return pvRecord;

657
} // _FindKey

658


659


660


661
//------------------------------------------------------------------------

662
// Function: CLinearHashTable::Apply

663
// Synopsis:

664
// Returns:

665
//------------------------------------------------------------------------

666


667
template <class _Lock>

668
DWORD

669
CLinearHashTable<_Lock>::Apply(

670
    PFnRecordAction pfnAction,

671
    void*           pvState,

672
    LK_LOCKTYPE     lkl)

673
{

674
    if (!IsValid())

675
        return 0;

676


677
    LK_PREDICATE lkp = LKP_PERFORM;

678
    if (lkl == LKL_WRITELOCK)

679
        _WriteLock();

680
    else

681
        _ReadLock();

682
    DWORD dw = _Apply(pfnAction, pvState, lkl, lkp);

683
    _Unlock();

684
    return dw;

685
}

686


687


688


689
//------------------------------------------------------------------------

690
// Function: CHashTable::Apply

691
// Synopsis:

692
// Returns:

693
//------------------------------------------------------------------------

694


695
template <class _Lock>

696
DWORD

697
CHashTable<_Lock>::Apply(

698
    PFnRecordAction pfnAction,

699
    void*           pvState,

700
    LK_LOCKTYPE     lkl)

701
{

702
    if (!IsValid())

703
        return 0;

704


705
    DWORD dw = 0;

706
    LK_PREDICATE lkp = LKP_PERFORM;

707


708
    if (lkl == LKL_WRITELOCK)

709
        _WriteLock();

710
    else

711
        _ReadLock();

712
    

713
    for (size_t i = 0;  i < m_cSubTables;  i++)

714
    {

715
        dw += m_palhtDir[i]->_Apply(pfnAction, pvState, lkl, lkp);

716
        if (lkp == LKP_ABORT  ||  lkp == LKP_PERFORM_STOP)

717
            break;

718
    }

719


720
    _Unlock();

721


722
    return dw;

723
}

724


725


726


727
//------------------------------------------------------------------------

728
// Function: CLinearHashTable::ApplyIf

729
// Synopsis:

730
// Returns:

731
//------------------------------------------------------------------------

732


733
template <class _Lock>

734
DWORD

735
CLinearHashTable<_Lock>::ApplyIf(

736
    PFnRecordPred   pfnPredicate,

737
    PFnRecordAction pfnAction,

738
    void*           pvState,

739
    LK_LOCKTYPE     lkl)

740
{

741
    if (!IsValid())

742
        return 0;

743


744
    LK_PREDICATE lkp = LKP_PERFORM;

745
    if (lkl == LKL_WRITELOCK)

746
        _WriteLock();

747
    else

748
        _ReadLock();

749
    DWORD dw = _ApplyIf(pfnPredicate, pfnAction, pvState, lkl, lkp);

750
    _Unlock();

751
    return dw;

752
}

753


754


755


756
//------------------------------------------------------------------------

757
// Function: CHashTable::ApplyIf

758
// Synopsis:

759
// Returns:

760
//------------------------------------------------------------------------

761


762
template <class _Lock>

763
DWORD

764
CHashTable<_Lock>::ApplyIf(

765
    PFnRecordPred   pfnPredicate,

766
    PFnRecordAction pfnAction,

767
    void*           pvState,

768
    LK_LOCKTYPE     lkl)

769
{

770
    if (!IsValid())

771
        return 0;

772


773
    DWORD dw = 0;

774
    LK_PREDICATE lkp = LKP_PERFORM;

775


776
    if (lkl == LKL_WRITELOCK)

777
        _WriteLock();

778
    else

779
        _ReadLock();

780


781
    for (size_t i = 0;  i < m_cSubTables;  i++)

782
    {

783
        dw += m_palhtDir[i]->_ApplyIf(pfnPredicate, pfnAction,

784
                                      pvState, lkl, lkp);

785
        if (lkp == LKP_ABORT  ||  lkp == LKP_PERFORM_STOP)

786
            break;

787
    }

788


789
    _Unlock();

790


791
    return dw;

792
}

793


794


795


796
//------------------------------------------------------------------------

797
// Function: CLinearHashTable::DeleteIf

798
// Synopsis:

799
// Returns:

800
//------------------------------------------------------------------------

801


802
template <class _Lock>

803
DWORD

804
CLinearHashTable<_Lock>::DeleteIf(

805
    PFnRecordPred pfnPredicate,

806
    void*         pvState)

807
{

808
    if (!IsValid())

809
        return 0;

810


811
    LK_PREDICATE lkp = LKP_PERFORM;

812
    _WriteLock();

813
    DWORD dw = _DeleteIf(pfnPredicate, pvState, lkp);

814
    _Unlock();

815
    return dw;

816
}

817


818


819


820
//------------------------------------------------------------------------

821
// Function: CHashTable::DeleteIf

822
// Synopsis:

823
// Returns:

824
//------------------------------------------------------------------------

825


826
template <class _Lock>

827
DWORD

828
CHashTable<_Lock>::DeleteIf(

829
    PFnRecordPred pfnPredicate,

830
    void*         pvState)

831
{

832
    if (!IsValid())

833
        return 0;

834


835
    DWORD dw = 0;

836
    LK_PREDICATE lkp = LKP_PERFORM;

837


838
    _WriteLock();

839


840
    for (size_t i = 0;  i < m_cSubTables;  i++)

841
    {

842
        dw += m_palhtDir[i]->_DeleteIf(pfnPredicate, pvState, lkp);

843
        if (lkp == LKP_ABORT  ||  lkp == LKP_PERFORM_STOP)

844
            break;

845
    }

846


847
    _Unlock();

848


849
    return dw;

850
}

851


852


853


854
//------------------------------------------------------------------------

855
// Function: CLinearHashTable::_Apply

856
// Synopsis:

857
// Returns:

858
//------------------------------------------------------------------------

859


860
template <class _Lock>

861
DWORD

862
CLinearHashTable<_Lock>::_Apply(

863
    PFnRecordAction pfnAction,

864
    void*           pvState,

865
    LK_LOCKTYPE     lkl,

866
    LK_PREDICATE&   rlkp)

867
{

868
    IRTLASSERT(IsValid());

869
    IRTLASSERT(lkl == LKL_WRITELOCK  ?  _IsWriteLocked()  :  _IsReadLocked());

870
    return _ApplyIf(_PredTrue, pfnAction, pvState, lkl, rlkp);

871
}

872


873


874


875
//------------------------------------------------------------------------

876
// Function: CLinearHashTable::_ApplyIf

877
// Synopsis:

878
// Returns:

If there was a comment here I wouldn’t have had to search for what the return value means (
879
//------------------------------------------------------------------------

880


881
template <class _Lock>

882
DWORD

883
CLinearHashTable<_Lock>::_ApplyIf(

884
    PFnRecordPred   pfnPredicate,

885
    PFnRecordAction pfnAction,

886
    void*           pvState,

887
    LK_LOCKTYPE     lkl,

888
    LK_PREDICATE&   rlkp)

889
{

890
    IRTLASSERT(IsValid());

891
    IRTLASSERT(lkl == LKL_WRITELOCK  ?  _IsWriteLocked()  :  _IsReadLocked());

892
    IRTLASSERT(pfnPredicate != NULL  &&  pfnAction != NULL);

893


894

    if (!_IsWriteLocked()  ||  pfnPredicate == NULL  ||  pfnAction == NULL)

895
        return 0;

896


897
    DWORD cActions = 0;

898


899
    for (DWORD iBkt = 0;  iBkt < m_cActiveBuckets;  ++iBkt)

900
    {

901
        CBucket* const pbkt = _Bucket(iBkt);

902
        IRTLASSERT(pbkt != NULL);

903


904
        if (lkl == LKL_WRITELOCK)

905
            pbkt->WriteLock();

906
        else

907
            pbkt->ReadLock();

908


909
        for (CNodeClump* pncCurr = &pbkt->m_ncFirst;

910
             pncCurr != NULL;

911
             pncCurr = pncCurr->m_pncNext)

912
        {

913
            for (DWORD i = 0;  i < NODES_PER_CLUMP;  i++)

914
            {

915
                if (pncCurr->m_pvNode[i] != NULL)

916
                {

917
                    rlkp = (*pfnPredicate)(pncCurr->m_pvNode[i], pvState);

918


919
                    switch (rlkp)

920
                    {

921
                    case LKP_ABORT:

922
                        pbkt->Unlock();

923
                        return cActions;

924
                        break;

925


926
                    case LKP_NO_ACTION:

927
                        // nothing to do

928
                        break;

929


930
                    case LKP_PERFORM:

931
                    case LKP_PERFORM_STOP:

932
                    {

933
                        LK_ACTION lka = (*pfnAction)(pncCurr->m_pvNode[i],

934
                                                     pvState);

935


936
                        switch (lka)

937
                        {

938
                        case LKA_ABORT:

939
                            pbkt->Unlock();

940
                            return cActions;

941


942
                        case LKA_FAILED:

943
                            // nothing to do

944
                            break;

945


946
                        case LKA_SUCCEEDED:

947
                            ++cActions;

948
                            break;

949


950
                        default:

951
                            IRTLASSERT(FALSE);

952
                            break;

953
                        }

954


955
                        if (rlkp == LKP_PERFORM_STOP)

956
                        {

957
                            pbkt->Unlock();

958
                            return cActions;

959
                        }

960


961
                        break;

962
                    }

963


964
                    default:

965
                        IRTLASSERT(FALSE);

966
                        break;

967
                    }

968
                }

969
            }

970
        }

971


972
        pbkt->Unlock();

973
    }

974


975
    return cActions;

976
}

977


978


979


980
//------------------------------------------------------------------------

981
// Function: CLinearHashTable::_DeleteIf

982
// Synopsis: Deletes all records that match the predicate

983
// Returns:  Count of successful deletions

984
//------------------------------------------------------------------------

985


986
template <class _Lock>

987
DWORD

988
CLinearHashTable<_Lock>::_DeleteIf(

989
    PFnRecordPred pfnPredicate,

990
    void*         pvState,

991
    LK_PREDICATE& rlkp)

992
{

993
    IRTLASSERT(IsValid());

994
    IRTLASSERT(_IsWriteLocked());

995
    IRTLASSERT(pfnPredicate != NULL);

996


997
    if (!_IsWriteLocked()  ||  pfnPredicate == NULL)

998
        return 0;

999


1000
    DWORD cActions = 0;

1001


1002
    for (DWORD iBkt = 0;  iBkt < m_cActiveBuckets;  ++iBkt)

1003
    {

1004
        CBucket* const pbkt = _Bucket(iBkt);

1005
        IRTLASSERT(pbkt != NULL);

1006
        pbkt->WriteLock();

1007


1008
        for (CNodeClump* pncCurr = &pbkt->m_ncFirst, *pncPrev = NULL;

1009
             pncCurr != NULL;

1010
             pncPrev = pncCurr, pncCurr = pncCurr->m_pncNext)

1011
        {

1012
            for (DWORD i = 0;  i < NODES_PER_CLUMP;  i++)

1013
            {

1014
                if (pncCurr->m_pvNode[i] != NULL)

1015
                {

1016
                    rlkp = (*pfnPredicate)(pncCurr->m_pvNode[i], pvState);

1017


1018
                    switch (rlkp)

1019
                    {

1020
                    case LKP_ABORT:

1021
                        pbkt->Unlock();

1022
                        return cActions;

1023
                        break;

1024


1025
                    case LKP_NO_ACTION:

1026
                        // nothing to do

1027
                        break;

1028


1029
                    case LKP_PERFORM:

1030
                    case LKP_PERFORM_STOP:

1031
                    {

1032
                        IRTLVERIFY(_DeleteNode(pbkt, pncCurr, pncPrev, i));

1033
                        ++cActions;

1034


1035
                        if (rlkp == LKP_PERFORM_STOP)

1036
                        {

1037
                            pbkt->Unlock();

1038
                            return cActions;

1039
                        }

1040


1041
                        break;

1042
                    }

1043


1044
                    default:

1045
                        IRTLASSERT(FALSE);

1046
                        break;

1047
                    }

1048
                }

1049
            }

1050
        }

1051


1052
        pbkt->Unlock();

1053
    }

1054


1055
    return cActions;

1056
}

1057


1058


1059


1060
//------------------------------------------------------------------------

1061
// Function: CLinearHashTable::CheckTable

1062
// Synopsis: Verify that all records are in the right place and can be located.

1063
// Returns:   0 => hash table is consistent

1064
//           >0 => that many misplaced records

1065
//           <0 => otherwise invalid

1066
//------------------------------------------------------------------------

1067


1068
template <class _Lock>

1069
int

1070
CLinearHashTable<_Lock>::CheckTable() const

1071
{

1072
    IRTLASSERT(IsValid());

1073
    if (!IsValid())

1074
        return LK_UNUSABLE;

1075


1076
    _ReadLock();

1077


1078
    int       cMisplaced = 0;

1079
    DWORD     cRecords = 0;

1080
    int       retcode = 0;

1081


1082
    // Check every bucket

1083
    for (DWORD i = 0;  i < m_cActiveBuckets;  i++)

1084
    {

1085
        CBucket* const pbkt = _Bucket(i);

1086
        IRTLASSERT(pbkt != NULL);

1087
        pbkt->ReadLock();

1088


1089
        // Walk the bucket chain

1090
        for (CNodeClump* pncCurr = &pbkt->m_ncFirst, *pncPrev = NULL;

1091
             pncCurr != NULL;

1092
             pncPrev = pncCurr, pncCurr = pncCurr->m_pncNext)

1093
        {

1094
            for (DWORD j = 0;  j < NODES_PER_CLUMP;  j++)

1095
            {

1096
                if (pncCurr->m_pvNode[j] != NULL)

1097
                {

1098
                    ++cRecords;

1099


1100
                    const void* pvKey = _ExtractKey(pncCurr->m_pvNode[j]);

1101


1102
                    DWORD dwSignature = _CalcKeyHash(pvKey);

1103
                    IRTLASSERT(dwSignature == pncCurr->m_dwKeySigs[j]);

1104


1105
                    DWORD address = _BucketAddress(dwSignature);

1106
                    IRTLASSERT(address == i);

1107


1108
                    if (address != i || dwSignature != pncCurr->m_dwKeySigs[j])

1109
                        cMisplaced++;

1110
                }

1111
                else

1112
                    IRTLASSERT(pncCurr->m_dwKeySigs[j] == 0);

1113
            }

1114
            if (pncPrev != NULL)

1115
                IRTLASSERT(pncPrev->m_pncNext == pncCurr);

1116
        }

1117
        pbkt->Unlock();

1118
    }

1119


1120
    if (cRecords != m_cRecords)

1121
        retcode = LK_ALLOC_FAIL;

1122
    IRTLASSERT(cRecords == m_cRecords);

1123


1124
    if (cMisplaced > 0)

1125
        retcode = cMisplaced;

1126
    IRTLASSERT(cMisplaced == 0);

1127


1128
    _Unlock();

1129


1130
    return retcode;

1131
} // CheckTable

1132


1133


1134


1135
//------------------------------------------------------------------------

1136
// Function: CHashTable::CheckTable

1137
// Synopsis: Verify that all records are in the right place and can be located.

1138
// Returns:   0 => hash table is consistent

1139
//           >0 => that many misplaced records

1140
//           <0 => otherwise invalid

1141
//------------------------------------------------------------------------

1142
template <class _Lock>

1143
int

1144
CHashTable<_Lock>::CheckTable() const

1145
{

1146
    int retcode = 0;

1147


1148
    for (size_t i = 0;  i < m_cSubTables;  i++)

1149
        retcode += m_palhtDir[i]->CheckTable();

1150


1151
    return retcode;

1152
} // CheckTable

1153


1154


1155


1156

//------------------------------------------------------------------------

1157
// Function: CLinearHashTable::Print

1158
// Synopsis: Prints the table

1159
//------------------------------------------------------------------------

1160


1161
template <class _Lock>

1162
void

1163
CLinearHashTable<_Lock>::Print() const

1164
{

1165
    DBGPRINTF(( DBG_CONTEXT,

1166
                "CLinearHashTable(%08x)  # Elements %4d; ",

1167
                this, m_cRecords));

1168
    // TODO: flesh out further

1169
}

1170


1171


1172


1173
//------------------------------------------------------------------------

1174
// Function: CHashTable::Print

1175
// Synopsis: Prints the table

1176
//------------------------------------------------------------------------

1177


1178
template <class _Lock>

1179
void

1180
CHashTable<_Lock>::Print() const

1181
{

1182
    DBGPRINTF(( DBG_CONTEXT,

1183
                "CHashTable(%08x)  # Subtables = %4d.\n",

1184
                this, m_cSubTables));

1185


1186
    for (size_t i = 0;  i < m_cSubTables;  i++)

1187
        m_palhtDir[i]->Print();

1188


1189
    // TODO: print footer?

1190
}

1191


1192


1193


1194
//------------------------------------------------------------------------

1195
// Function: CLinearHashTable::_Clear

1196
// Synopsis: Remove all data from the table

1197
//------------------------------------------------------------------------

1198


1199
template <class _Lock>

1200
void

1201
CLinearHashTable<_Lock>::_Clear(

1202
    bool fShrinkDirectory)  // Shrink to min size but don't destroy entirely?

1203
{

1204
    IRTLASSERT(_IsWriteLocked());

1205


1206
#ifdef _DEBUG

1207
    DWORD cDeleted = 0;

1208
    DWORD cOldRecords = m_cRecords;

1209
#endif // _DEBUG

1210


1211
    for (DWORD iBkt = 0;  iBkt < m_cActiveBuckets;  ++iBkt)

1212
    {

1213
        CBucket* const pbkt = _Bucket(iBkt);

1214
        IRTLASSERT(pbkt != NULL);

1215
        pbkt->WriteLock();

1216


1217
        for (CNodeClump* pncCurr = &pbkt->m_ncFirst, *pncPrev = NULL;

1218
             pncCurr != NULL;

1219
             pncPrev = pncCurr, pncCurr = pncCurr->m_pncNext)

1220
        {

1221
            for (DWORD i = 0;  i < NODES_PER_CLUMP;  i++)

1222
            {

1223
                if (pncCurr->m_pvNode[i] != NULL)

1224
                {

1225
                    IRTLVERIFY(_DeleteNode(pbkt, pncCurr, pncPrev, i));

1226
#ifdef _DEBUG

1227
                    ++cDeleted;

1228
#endif // _DEBUG

1229
                }

1230
            }

1231
        }

1232


1233
#ifdef _DEBUG

1234
        pbkt->m_ncFirst.m_pncNext = NULL; // or ~CNodeClump will ASSERT

1235
#endif // _DEBUG

1236
        pbkt->Unlock();

1237
    }

1238


1239
    IRTLASSERT(m_cRecords == 0  &&  cDeleted == cOldRecords);

1240


1241
    // delete all (or all but the first MIN_DIRSIZE) segments

1242
    for (DWORD iSeg = fShrinkDirectory  ?  MIN_DIRSIZE * SEGMSIZE  :  0;

1243
         iSeg < m_cActiveBuckets;

1244
         iSeg += SEGMSIZE)

1245
    {

1246
        delete _Segment(iSeg);

1247
        _Segment(iSeg) = NULL;

1248
    }

1249


1250
    // reduce directory of segments to minimum size

1251
    if (fShrinkDirectory  &&  m_cDirSegs > MIN_DIRSIZE)

1252
    {

1253
        CDirEntry* paDirSegsNew = new CDirEntry [MIN_DIRSIZE];

1254


1255
        if (paDirSegsNew != NULL)

1256
        {

1257
            for (DWORD j = 0;  j < MIN_DIRSIZE;  j++)

1258
                paDirSegsNew[j] = m_paDirSegs[j];

1259
            for (j = 0;  j < m_cDirSegs;  j++)

1260
                m_paDirSegs[j].m_pseg = NULL;

1261


1262
            delete [] m_paDirSegs;

1263


1264
            m_paDirSegs      = paDirSegsNew;

1265
            m_cDirSegs       = MIN_DIRSIZE;

1266
            m_nLevel         = SEGBITS;

1267
            m_cActiveBuckets = SEGMSIZE;

1268
            m_dwBktAddrMask  = SEGMASK;

1269
            m_iExpansionIdx  = m_cActiveBuckets & m_dwBktAddrMask;

1270
        }

1271
    }

1272


1273
    if (!fShrinkDirectory)

1274
    {

1275
        delete [] m_paDirSegs;

1276
        m_paDirSegs = NULL;

1277
        m_cDirSegs = m_nLevel = m_cActiveBuckets = m_dwBktAddrMask

1278
            = m_iExpansionIdx = 0;

1279
    }

1280
}

1281


1282


1283


1284
//------------------------------------------------------------------------

1285
// Function: CHashTable::Clear

1286
// Synopsis: Remove all data from the table

1287
//------------------------------------------------------------------------

1288


1289
template <class _Lock>

1290
void

1291
CHashTable<_Lock>::Clear()

1292
{

1293
    _WriteLock();

1294
    for (size_t i = 0;  i < m_cSubTables;  i++)

1295
        m_palhtDir[i]->_Clear(true);

1296
    _Unlock();

1297
}

1298


1299


1300


1301
//------------------------------------------------------------------------

1302
// Function: CLinearHashTable::GetStatistics

1303
// Synopsis: Gather statistics about the table

1304
//------------------------------------------------------------------------

1305


1306
template <class _Lock>

1307
CHashTableStats

1308
CLinearHashTable<_Lock>::GetStatistics() const

I like this!  Especially if we expose it via IISProbe and the debugger extensions.

1309
{

1310
    CHashTableStats stats;

1311


1312
    if (m_paDirSegs != NULL)

1313
    {

1314
        stats.RecordCount   = m_cRecords;

1315
        stats.TableSize     = m_cActiveBuckets;

1316
        stats.SplitFactor   = static_cast<double>(m_iExpansionIdx)

1317
                              / (1 << m_nLevel);

1318
        stats.DirectorySize = m_cDirSegs;

1319


1320
        int empty = 0;

1321
        int totacc = 0;

1322
        int low_count = 0;

1323
        int high_count = 0;

1324
        int max_length = 0;

1325


1326
        for (DWORD i = 0;  i < m_cActiveBuckets;  i++)

1327
        {

1328
            int acc = 0;

1329


1330
            for (CNodeClump* pncCurr = &_Bucket(i)->m_ncFirst;

1331
                 pncCurr != NULL;

1332
                 pncCurr = pncCurr->m_pncNext)

1333
            {

1334
                for (DWORD j = 0;  j < NODES_PER_CLUMP;  j++)

1335
                {

1336
                    if (pncCurr->m_pvNode[j] != NULL)

1337
                    {

1338
                        acc++;

1339
                        totacc += acc;

1340
                    }

1341
                }

1342
            }

1343
            max_length = max(max_length, acc);

1344
            if (acc == 0)

1345
                empty++;

1346


1347
            if (_H0(i) < m_iExpansionIdx)

1348
            {

1349
                low_count += acc;

1350
            }

1351
            else

1352
            {

1353
                high_count += acc;

1354
            }

1355
        }

1356


1357
        stats.LongestChain = max_length;

1358
        stats.EmptySlots   = empty;

1359


1360
        if (m_cActiveBuckets > 0  &&  m_cRecords > 0)

1361
        {

1362
            double x=static_cast<double>(m_iExpansionIdx) / (1 << m_nLevel);

1363
            double alpha = static_cast<double>(m_cRecords) / m_cActiveBuckets;

1364
            double low_sl = 0.0;

1365
            double high_sl = 0.0;

1366


1367
            stats.AvgSearchLength = static_cast<double>(totacc) / m_cRecords;

1368
            stats.ExpSearchLength  = 1 + alpha * 0.25 * (2 + x - x*x);

1369


1370
            if (m_iExpansionIdx > 0)

1371
                low_sl  = static_cast<double>(low_count)

1372
                          / (2.0 * m_iExpansionIdx);

1373
            if (m_cActiveBuckets - 2 * m_iExpansionIdx > 0)

1374
                high_sl = static_cast<double>(high_count)

1375
                          / (m_cActiveBuckets - 2.0 * m_iExpansionIdx);

1376
            stats.AvgUSearchLength = low_sl * x + high_sl * (1.0 - x);

1377
            stats.ExpUSearchLength = alpha * 0.5 * (2 + x - x*x);

1378
        }

1379
        else

1380
        {

1381
            stats.AvgSearchLength  = 0.0;

1382
            stats.ExpSearchLength  = 0.0;

1383
            stats.AvgUSearchLength = 0.0;

1384
            stats.ExpUSearchLength = 0.0;

1385
        }

1386
    }

1387


1388
    return stats;

1389
} // GetStatistics

1390


1391


1392


1393
//------------------------------------------------------------------------

1394
// Function: CHashTable::GetStatistics

1395
// Synopsis: Gather statistics about the table

1396
//------------------------------------------------------------------------

1397


1398
template <class _Lock>

1399
CHashTableStats

1400
CHashTable<_Lock>::GetStatistics() const

1401
{

1402
    CHashTableStats hts;

1403


1404
    for (size_t i = 0;  i < m_cSubTables;  i++)

1405
    {

1406
        CHashTableStats stats = m_palhtDir[i]->GetStatistics();

1407


1408
        hts.RecordCount +=      stats.RecordCount;

1409
        hts.TableSize +=        stats.TableSize;

1410
        hts.DirectorySize +=    stats.DirectorySize;

1411
        hts.LongestChain +=     stats.LongestChain;

1412
        hts.EmptySlots +=       stats.EmptySlots;

1413
        hts.SplitFactor +=      stats.SplitFactor;

1414
        hts.AvgSearchLength +=  stats.AvgSearchLength;

1415
        hts.ExpSearchLength +=  stats.ExpSearchLength;

1416
        hts.AvgUSearchLength += stats.AvgUSearchLength;

1417
        hts.ExpUSearchLength += stats.ExpUSearchLength;

1418
    }

1419


1420
    // Average out the subtables statistics.  (Does this make sense

1421
    // for all of these fields?)

1422
    hts.LongestChain /=     m_cSubTables;

1423
    hts.SplitFactor /=      m_cSubTables;

1424
    hts.AvgSearchLength /=  m_cSubTables;

1425
    hts.ExpSearchLength /=  m_cSubTables;

1426
    hts.AvgUSearchLength /= m_cSubTables;

1427
    hts.ExpUSearchLength /= m_cSubTables;

1428


1429
    return hts;

1430
} // GetStatistics

1431


1432


1433


1434
//-----------------------------------------------------------------------

1435
// Function: CLinearHashTable::_FindBucket

1436
// Synopsis: finds and locks the bucket indicated by dwSignature.

1437
// Output:   pointer to the bucket

1438
//-----------------------------------------------------------------------

1439


1440
template <class _Lock>

1441
CLinearHashTable<_Lock>::CBucket*

1442
CLinearHashTable<_Lock>::_FindBucket(

1443
    DWORD dwSignature,

1444
    bool  fLockForWrite) const

1445
{

1446
    IRTLASSERT(IsValid());

1447
    IRTLASSERT(m_dwBktAddrMask > 0);

1448
    IRTLASSERT((m_dwBktAddrMask & (m_dwBktAddrMask + 1)) == 0); // 00011..111

1449
    IRTLASSERT(m_dwBktAddrMask == (1U << m_nLevel) - 1);

1450
    IRTLASSERT(0 <= m_iExpansionIdx  &&  m_iExpansionIdx <= m_dwBktAddrMask);

1451
    IRTLASSERT(_IsReadLocked()  ||  _IsWriteLocked());

1452


1453
    const DWORD dwBktAddr = _BucketAddress(dwSignature);

1454
    IRTLASSERT(dwBktAddr < m_cActiveBuckets);

1455


1456
    CBucket* const pbkt = _Bucket(dwBktAddr);

1457
    IRTLASSERT(pbkt != NULL);

1458


1459
    if (fLockForWrite)

1460
        pbkt->WriteLock();

1461
    else

1462
        pbkt->ReadLock();

1463


1464
    return pbkt;

1465


1466
} // _FindBucket

1467


1468


1469


1470
//-----------------------------------------------------------------------

1471
// Function: CLinearHashTable::_Expand

1472
// Synopsis: Expands the table by one bucket. Done by splitting the

1473
//           bucket pointed to by m_iExpansionIdx.

1474
// Output:   LK_SUCCESS, if expansion was successful.

1475
//           LK_ALLOC_FAIL, if expansion failed.

1476
//-----------------------------------------------------------------------

1477


1478
template <class _Lock>

1479
LK_RETCODE

1480
CLinearHashTable<_Lock>::_Expand()

1481
{

1482
    if (m_cActiveBuckets >= MAX_DIRSIZE * SEGMSIZE)

1483
        return LK_ALLOC_FAIL;  // table is not allowed to grow any more

1484


1485
    _WriteLock();

1486


1487
    // double directory size if necessary

1488
    if (m_cActiveBuckets >= m_cDirSegs * SEGMSIZE)

1489
    {

1490
        IRTLASSERT(m_cDirSegs < MAX_DIRSIZE);

1491
        DWORD cDirSegsNew = m_cDirSegs << 1;

1492
        CDirEntry* paDirSegsNew = new CDirEntry [cDirSegsNew];

1493


1494
        if (paDirSegsNew != NULL)

1495
        {

1496
            for (DWORD j = 0;  j < m_cDirSegs;  j++)

1497
            {

1498
                paDirSegsNew[j] = m_paDirSegs[j];

1499
                m_paDirSegs[j].m_pseg = NULL;

1500
            }

1501


1502
            delete [] m_paDirSegs;

1503
            m_paDirSegs = paDirSegsNew;

1504
            m_cDirSegs = cDirSegsNew;

1505
        }

1506
    }

1507


1508
    // locate the new bucket, creating a new segment if necessary

1509
    DWORD     dwOldBkt = m_iExpansionIdx;

1510
    DWORD     dwNewBkt = (1 << m_nLevel) | dwOldBkt;

1511
    CSegment* psegNew  = _Segment(dwNewBkt);

1512


1513
    if (psegNew == NULL)

1514
    {

1515
        psegNew = new CSegment;

1516
        if (psegNew == NULL)

1517
        {

1518
            _Unlock();

1519
            return LK_ALLOC_FAIL;  // expansion failed

1520
        }

1521
        _Segment(dwNewBkt) = psegNew;

1522
    }

1523


1524
    // adjust expansion pointer, level, and mask

1525
    if (++m_iExpansionIdx == (1U << m_nLevel))

1526
    {

1527
        ++m_nLevel;

1528
        m_dwBktAddrMask = (m_dwBktAddrMask << 1) | 1;

1529
        m_iExpansionIdx = 0;

1530
        IRTLASSERT((m_dwBktAddrMask & (m_dwBktAddrMask+1)) == 0); // 00011..111

1531
    }

1532
    ++m_cActiveBuckets;

1533


1534
    IRTLASSERT(dwOldBkt < m_cActiveBuckets);

1535
    IRTLASSERT(dwNewBkt < m_cActiveBuckets);

1536


1537
    // prepare to relocate records to the new bucket

1538
    CBucket* pbktOld = _Bucket(dwOldBkt);

1539
    CBucket* pbktNew = _Bucket(dwNewBkt);

1540


1541
    // get locks on the two buckets involved but release

1542
    // the table lock before doing the actual relocation

1543
    pbktOld->WriteLock();

1544
    pbktNew->WriteLock();

1545
    DWORD iExpansionIdx = m_iExpansionIdx;   // save to avoid race conditions

1546
    _Unlock();

1547


1548
    LK_RETCODE lkrc = _SplitRecordSet(&pbktOld->m_ncFirst, &pbktNew->m_ncFirst,

1549
                                      iExpansionIdx, dwNewBkt);

1550


1551
    pbktNew->Unlock();

1552
    pbktOld->Unlock();

1553


1554
    return lkrc;

1555
} // _Expand

1556


1557


1558


1559
//------------------------------------------------------------------------

1560
// Function: CLinearHashTable::_SplitRecordSet

1561
// Synopsis: Split records between the old and new buckets.

1562
//------------------------------------------------------------------------

1563


1564
template <class _Lock>

1565
LK_RETCODE

1566
CLinearHashTable<_Lock>::_SplitRecordSet(

1567
    CNodeClump* pncOldTarget,

1568
    CNodeClump* pncNewTarget,

1569
    DWORD       iExpansionIdx,

1570
    DWORD       dwNewBkt

1571
    )

1572
{

1573
    LK_RETCODE  lkrc = LK_SUCCESS;

1574
    CNodeClump* pncFreeList = NULL;   // list of free nodes available for reuse

1575
    CNodeClump  ncFirst = *pncOldTarget;    // save head of old target chain

1576
    CNodeClump* pncOldList = &ncFirst;

1577
    CNodeClump* pncTmp;

1578
    LONG        iOldSlot = 0;

1579
    LONG        iNewSlot = 0;

1580


1581
    // clear target buckets

1582
    pncOldTarget->Clear();

1583
    pncNewTarget->Clear();

1584


1585
    // scan through the old bucket chain and decide where to move each record

1586
    while (pncOldList != NULL)

1587
    {

1588
        for (DWORD i = 0;  i < NODES_PER_CLUMP;  i++)

1589
        {

1590
            if (pncOldList->m_pvNode[i] == NULL)

1591
            {

1592
                IRTLASSERT(pncOldList->m_dwKeySigs[i] == 0);

1593
                continue;

1594
            }

1595


1596
            // calculate bucket address of this node

1597
            DWORD dwBkt = _H0(pncOldList->m_dwKeySigs[i]);

1598
            if (dwBkt < iExpansionIdx)

1599
                dwBkt = _H1(pncOldList->m_dwKeySigs[i]);

1600


1601
            // record to be moved to the new address?

1602
            if (dwBkt == dwNewBkt)

1603
            {

1604
                // node in new bucket chain full?

1605
                if (iNewSlot == NODES_PER_CLUMP)

1606
                {

1607
                    pncTmp = pncFreeList;

1608
                    if (pncTmp == NULL)

1609
                    {

1610
                        pncTmp = new CNodeClump;

1611

                        // BUGBUG: better cleanup.  Returning now will leave

I agree with Michael – the table shouldn’t be left in an inconsistent state – if there’s no way to avoid that (which would be really unfortunate) then subsequent operations should fail.
1612
                        // table in inconsistent state.  Of course, if we

1613
                        // don't have enough memory for a small object like

1614
                        // a CNodeClump, we've got big problems anyway.

1615
                        if (pncTmp == NULL)

1616
                            return LK_ALLOC_FAIL;

1617
                    }

1618
                    else

1619
                    {

1620
                        pncFreeList = pncTmp->m_pncNext;

1621
                        pncTmp->m_pncNext = NULL;

1622
                    }

1623
                    pncNewTarget->m_pncNext = pncTmp;

1624
                    pncNewTarget = pncTmp;

1625
                    iNewSlot = 0;

1626
                }

1627


1628
                pncNewTarget->m_dwKeySigs[iNewSlot]

1629
                    = pncOldList->m_dwKeySigs[i];

1630
                pncNewTarget->m_pvNode[iNewSlot]

1631
                    = pncOldList->m_pvNode[i];

1632
                ++iNewSlot;

1633
            }

1634


1635
            // no, record stays in its current bucket chain

1636
            else

1637
            {

1638
                // node in old bucket chain full?

1639
                if (iOldSlot == NODES_PER_CLUMP)

1640
                {

1641
                    pncTmp = pncFreeList;

1642
                    if (pncTmp == NULL)

1643
                    {

1644
                        pncTmp = new CNodeClump;

1645
                        // BUGBUG: better cleanup.  Returning now will leave

1646
                        // table in inconsistent state.  Of course, if we

1647
                        // don't have enough memory for a small object like

1648
                        // a CNodeClump, we've got big problems anyway.

1649
                        if (pncTmp == NULL)

1650
                            return LK_ALLOC_FAIL;

1651
                    }

1652
                    else

1653
                    {

1654
                        pncFreeList = pncTmp->m_pncNext;

1655
                        pncTmp->Clear();

1656
                    }

1657
                    pncOldTarget->m_pncNext = pncTmp;

1658
                    pncOldTarget = pncTmp;

1659
                    iOldSlot = 0;

1660
                }

1661


1662
                pncOldTarget->m_dwKeySigs[iOldSlot]

1663
                    = pncOldList->m_dwKeySigs[i];

1664
                pncOldTarget->m_pvNode[iOldSlot]

1665
                    = pncOldList->m_pvNode[i];

1666
                ++iOldSlot;

1667
            }

1668


1669
            // clear old slot

1670
            pncOldList->m_dwKeySigs[i] = 0;

1671
            pncOldList->m_pvNode[i] = NULL;

1672
        }

1673


1674
        // keep walking down the original bucket chain

1675
        pncTmp = pncOldList;

1676
        pncOldList = pncOldList->m_pncNext;

1677


1678
        // ncFirst is a stack variable, not allocated on the heap

1679
        if (pncTmp != &ncFirst)

1680
        {

1681
            pncTmp->m_pncNext = pncFreeList;

1682
            pncFreeList = pncTmp;

1683
        }

1684
    }

1685


1686
    // delete any leftover nodes

1687
    while (pncFreeList != NULL)

1688
    {

1689
        pncTmp = pncFreeList;

1690
        pncFreeList = pncFreeList->m_pncNext;

1691
#ifdef _DEBUG

1692
        pncTmp->m_pncNext = NULL; // or ~CNodeClump will ASSERT

1693
#endif // _DEBUG

1694
        delete pncTmp;

1695
    }

1696


1697
#ifdef _DEBUG

1698
    ncFirst.m_pncNext = NULL; // or ~CNodeClump will ASSERT

1699
#endif // _DEBUG

1700


1701
    return lkrc;

1702
} // _SplitRecordSet

1703


1704


1705


1706
//------------------------------------------------------------------------

1707
// Function: CLinearHashTable::_Contract

1708
// Synopsis: Contract the table by deleting the last bucket in the active

1709
//           address space. Return the records to the "buddy" of the

1710
//           deleted bucket.

1711
//------------------------------------------------------------------------

1712


1713
template <class _Lock>

1714
LK_RETCODE

1715
CLinearHashTable<_Lock>::_Contract()

1716
{

Should there be an assert affirming the conditions of the contraction?  Or does that only happen in one place?

1717
    _WriteLock();

1718


1719
    // update the state variables (expansion ptr, level and mask)

1720
    if (m_iExpansionIdx > 0)

1721
        --m_iExpansionIdx;

1722
    else

1723
    {

1724
        --m_nLevel;

1725
        m_dwBktAddrMask >>= 1;

1726
        m_iExpansionIdx = (1 << m_nLevel) - 1;

1727
        IRTLASSERT(m_nLevel > 0  &&  m_iExpansionIdx > 0);

1728
        IRTLASSERT((m_dwBktAddrMask & (m_dwBktAddrMask+1)) == 0); // 00011..111

1729
    }

1730
    --m_cActiveBuckets;

1731


1732
    CBucket* pbktNew = _Bucket(m_iExpansionIdx);

1733
    pbktNew->WriteLock();

1734


1735
    CBucket* pbktLast = _Bucket(m_cActiveBuckets);

1736
    pbktLast->WriteLock();

1737


1738
    // Copy the chain of records from pbktLast

1739
    CNodeClump ncOldFirst = pbktLast->m_ncFirst;

1740


1741
    // destroy pbktLast

1742
    pbktLast->m_ncFirst.Clear();

1743
    pbktLast->Unlock();

1744


1745
    // remove segment, if empty

1746
    if (_SegIndex(m_cActiveBuckets) == 0)

1747
    {

1748
#ifdef _DEBUG

1749
        for (DWORD i = 0;  i < SEGMSIZE;  ++i)

1750
        {

1751
            CBucket* pbkt = &_Segment(m_cActiveBuckets)->m_bktSlots[i];

1752
            IRTLASSERT(pbkt->m_ncFirst.m_pncNext == NULL);

1753


1754
            for (DWORD j = 0;  j < NODES_PER_CLUMP;  ++j)

1755
            {

1756
                IRTLASSERT(pbkt->m_ncFirst.m_dwKeySigs[j] == 0

1757
                       &&  pbkt->m_ncFirst.m_pvNode[j] == NULL);

1758
            }

1759
        }

1760
#endif

1761
        delete _Segment(m_cActiveBuckets);

1762
        _Segment(m_cActiveBuckets) = NULL;

1763
    }

1764


1765
    // reduce directory of segments if possible

1766
    if (m_cActiveBuckets <= (m_cDirSegs * SEGMSIZE) >> 1

1767
        &&  m_cDirSegs > MIN_DIRSIZE)

1768
    {

1769
        DWORD cDirSegsNew = m_cDirSegs >> 1;

1770
        CDirEntry* paDirSegsNew = new CDirEntry [cDirSegsNew];

1771


1772
        if (paDirSegsNew != NULL)

1773
        {

1774
            for (DWORD j = 0;  j < cDirSegsNew;  j++)

1775
                paDirSegsNew[j] = m_paDirSegs[j];

1776
            for (j = 0;  j < m_cDirSegs;  j++)

1777
                m_paDirSegs[j].m_pseg = NULL;

1778


1779
            delete [] m_paDirSegs;

1780
            m_paDirSegs = paDirSegsNew;

1781
            m_cDirSegs  = cDirSegsNew;

1782
        }

1783
    }

1784


1785
    // release the table lock before doing the reorg

1786
    _Unlock();

1787


1788
    LK_RETCODE lkrc = _MergeRecordSets(pbktNew, &ncOldFirst);

1789
    pbktNew->Unlock();

1790


1791
#ifdef _DEBUG

1792
    ncOldFirst.m_pncNext = NULL; // or ~CNodeClump will ASSERT

1793
#endif // _DEBUG

1794


1795
    return lkrc;

1796
} // _Contract

1797


1798


1799


1800
//------------------------------------------------------------------------

1801
// Function: CLinearHashTable::_MergeRecordSets

1802
// Synopsis: Merge two record sets.  Copy the contents of pncOldList

1803
//           into pbktNewTarget.

1804
//------------------------------------------------------------------------

1805


1806
template <class _Lock>

1807
LK_RETCODE

1808
CLinearHashTable<_Lock>::_MergeRecordSets(

1809
    CBucket*    pbktNewTarget,

1810
    CNodeClump* pncOldList

1811
    )

1812
{

1813
    IRTLASSERT(pbktNewTarget != NULL  &&  pncOldList != NULL);

1814


1815
    LK_RETCODE    lkrc = LK_SUCCESS;

1816
    CNodeClump*   pncFreeList = NULL;  // list of nodes available for reuse

1817
    CNodeClump*   pncTmp = NULL;

1818
    CNodeClump* const pncOldFirst = pncOldList;

1819
    CNodeClump*   pncNewTarget = &pbktNewTarget->m_ncFirst;

1820
    DWORD         iNewSlot;

1821


1822
    // find the first nodeclump in the new target bucket with an empty slot

1823
    while (pncNewTarget->m_pncNext != NULL)

1824
    {

1825
        for (iNewSlot = 0;  iNewSlot < NODES_PER_CLUMP;  iNewSlot++)

1826
            if (pncNewTarget->m_pvNode[iNewSlot] == NULL)

1827
                break;

1828


1829
        if (iNewSlot == NODES_PER_CLUMP)

1830
            pncNewTarget = pncNewTarget->m_pncNext;

1831
        else

1832
            break;

1833
    }

1834


1835
    IRTLASSERT(pncNewTarget != NULL);

1836


1837
    // find the first empty slot in pncNewTarget;

1838
    // if none, iNewSlot == NODES_PER_CLUMP

I would prefer using some “{}” here – nested statements w/o curlies can lead to errors if things change to macros or additional statements are added.
1839
    for (iNewSlot = 0;  iNewSlot < NODES_PER_CLUMP;  iNewSlot++)

1840
        if (pncNewTarget->m_pvNode[iNewSlot] == NULL)

1841
            break;

1842


1843
    while (pncOldList != NULL)

1844
    {

1845
        for (DWORD i = 0;  i < NODES_PER_CLUMP;  i++)

1846
        {

1847
            if (pncOldList->m_pvNode[i] != NULL)

1848
            {

1849
                // any empty slots left in pncNewTarget?

1850
                if (iNewSlot == NODES_PER_CLUMP)

1851
                {

1852
                    // no, so walk down pncNewTarget until we find another

1853
                    // emptry slot

1854
                    while (pncNewTarget->m_pncNext != NULL)

1855
                    {

1856
                        pncNewTarget = pncNewTarget->m_pncNext;

1857
                        for (iNewSlot = 0;

1858
                             iNewSlot < NODES_PER_CLUMP;

1859
                             iNewSlot++)

1860
                        {

1861
                            if (pncNewTarget->m_pvNode[iNewSlot] == NULL)

1862
                                goto found_slot;

1863
                        }

1864
                    }

1865


1866
                    // Oops, reached the last nodeclump in pncNewTarget

1867
                    // and it's full.  Get a new nodeclump off the free

1868
                    // list, or allocate one if the free list is empty.

1869
                    IRTLASSERT(pncNewTarget != NULL);

1870
                    pncTmp = pncFreeList;

1871


1872
                    if (pncTmp != NULL)

1873
                    {

1874
                        pncFreeList = pncTmp->m_pncNext;

1875
                        pncTmp->Clear();

1876
                    }

1877
                    else

1878
                    {

1879
                        pncTmp = new CNodeClump;

1880
                        // BUGBUG: better cleanup.  Returning now will leave

1881
                        // table in inconsistent state.  Of course, if we

1882
                        // don't have enough memory for a small object like

1883
                        // a CNodeClump, we've got big problems anyway.

1884
                        if (pncTmp == NULL)

1885
                            return LK_ALLOC_FAIL;

1886
                    }

1887


1888
                    pncNewTarget->m_pncNext = pncTmp;

1889
                    pncNewTarget = pncTmp;

1890
                    iNewSlot = 0;

1891
                }

1892


1893
              found_slot:

1894
                // We have an empty slot in pncNewTarget

1895
                IRTLASSERT(0 <= iNewSlot  &&  iNewSlot < NODES_PER_CLUMP

1896
                       &&  pncNewTarget != NULL

1897
                       &&  pncNewTarget->m_pvNode[iNewSlot] == NULL

1898
                       &&  pncNewTarget->m_dwKeySigs[iNewSlot] == 0);

1899


1900
                // Let's copy the node from pncOldList

1901
                pncNewTarget->m_dwKeySigs[iNewSlot]

1902
                    = pncOldList->m_dwKeySigs[i];

1903
                pncNewTarget->m_pvNode[iNewSlot]

1904
                    = pncOldList->m_pvNode[i];

1905


1906
                // Clear old slot

1907
                pncOldList->m_dwKeySigs[i] = 0;

1908
                pncOldList->m_pvNode[i] = NULL;

1909


1910
                // find the next free slot in pncNewTarget

1911
                while (++iNewSlot < NODES_PER_CLUMP)

1912
                    if (pncNewTarget->m_pvNode[iNewSlot] == NULL)

1913
                        break;

1914
            }

1915
            else

1916
            {

1917
                IRTLASSERT(pncOldList->m_dwKeySigs[i] == 0);

1918
            }

1919
        }

1920


1921
        // Move into the next nodeclump in pncOldList

1922
        pncTmp = pncOldList;

1923
        pncOldList = pncOldList->m_pncNext;

1924


1925
        // Append to the free list.  Don't put the first node of

1926
        // pncOldList on the free list, as it's a stack variable.

1927
        if (pncTmp != pncOldFirst)

1928
        {

1929
            pncTmp->m_pncNext = pncFreeList;

1930
            pncFreeList = pncTmp;

1931
        }

1932
    }

1933


1934
    // delete any leftover nodes

1935
    while (pncFreeList != NULL)

1936
    {

1937
        pncTmp = pncFreeList;

1938
        pncFreeList = pncFreeList->m_pncNext;

1939
#ifdef _DEBUG

1940
        pncTmp->m_pncNext = NULL; // or ~CNodeClump will ASSERT

1941
#endif // _DEBUG

1942
        delete pncTmp;

1943
    }

1944


1945
    return lkrc;

1946
} // _MergeRecordSets

1947


1948


1949


1950


1951
//------------------------------------------------------------------------

1952
// Function: CLinearHashTable::_InitializeIterator

1953
// Synopsis: Make the iterator point to the first record in the hash table.

1954
//------------------------------------------------------------------------

1955


1956
template <class _Lock>

1957
LK_RETCODE

1958
CLinearHashTable<_Lock>::_InitializeIterator(

1959
    CIterator* piter)

1960
{

1961
    IRTLASSERT(piter != NULL);

1962
    IRTLASSERT(piter->m_lkl == LKL_WRITELOCK

1963
               ?  _IsWriteLocked()

1964
               :  _IsReadLocked());

1965
    if (piter == NULL  ||  piter->m_plht != NULL)

1966
        return LK_BAD_ITERATOR;

1967


1968
    piter->m_plht = this;

1969
    piter->m_dwBucketAddr = 0;

1970


1971
    CBucket* pbkt = _Bucket(piter->m_dwBucketAddr);

1972
    IRTLASSERT(pbkt != NULL);

1973
    if (piter->m_lkl == LKL_WRITELOCK)

1974
        pbkt->WriteLock();

1975
    else

1976
        pbkt->ReadLock();

1977


1978
    piter->m_pnc = &pbkt->m_ncFirst;

1979
    piter->m_iNode = -1;

1980


1981
    // Let IncrementIterator do the hard work of finding the first

1982
    // slot in use.

1983
    return IncrementIterator(piter);

1984
}

1985


1986


1987


1988
//------------------------------------------------------------------------

1989
// Function: CHashTable::InitializeIterator

1990
// Synopsis: make the iterator point to the first record in the hash table

1991
//------------------------------------------------------------------------

1992


1993
template <class _Lock>

1994
LK_RETCODE

1995
CHashTable<_Lock>::InitializeIterator(

1996
    CIterator* piter)

1997
{

1998
    IRTLASSERT(piter != NULL  &&  piter->m_pht == NULL);

1999
    if (piter == NULL  ||  piter->m_pht != NULL)

2000
        return LK_BAD_ITERATOR;

2001


2002
    if (!IsValid())

2003
        return LK_UNUSABLE;

2004


2005
    // First, lock all the subtables

2006
    if (piter->m_lkl == LKL_WRITELOCK)

2007
        _WriteLock();

2008
    else

2009
        _ReadLock();

2010


2011
    piter->m_pht  = this;

2012
    piter->m_ist  = -1;

2013
    piter->m_plht = NULL;

2014


2015
    // Let IncrementIterator do the hard work of finding the first

2016
    // valid node in the subtables.

2017
    return IncrementIterator(piter);

2018
}

2019


2020


2021


2022
//------------------------------------------------------------------------

2023
// Function: CLinearHashTable::IncrementIterator

2024
// Synopsis: move the iterator on to the next record in the hash table

2025
//------------------------------------------------------------------------

2026


2027
template <class _Lock>

2028
LK_RETCODE

2029
CLinearHashTable<_Lock>::IncrementIterator(

2030
    CIterator* piter)

2031
{

2032
    IRTLASSERT(piter != NULL);

2033
    IRTLASSERT(piter->m_plht == this);

2034
    IRTLASSERT(piter->m_lkl == LKL_WRITELOCK

2035
               ?  _IsWriteLocked()

2036
               :  _IsReadLocked());

2037
    IRTLASSERT(piter->m_dwBucketAddr < m_cActiveBuckets);

2038
    IRTLASSERT(piter->m_pnc != NULL);

2039
    IRTLASSERT(-1 <= piter->m_iNode  &&  piter->m_iNode < NODES_PER_CLUMP);

2040


2041
    if (piter == NULL  ||  piter->m_plht != this)

2042
        return LK_BAD_ITERATOR;

2043


2044
    const void* pvRecord = NULL;

2045


2046
    if (piter->m_iNode >= 0)

2047
    {

2048
        // Release the reference acquired in the previous call to

2049
        // IncrementIterator

2050
        pvRecord = piter->m_pnc->m_pvNode[piter->m_iNode];

2051
        _AddRefRecord(pvRecord, -1);

2052
    }

2053


2054
    do

2055
    {

2056
        do

2057
        {

2058
            // find the next slot in the nodeclump that's in use

2059
            while (++piter->m_iNode < NODES_PER_CLUMP)

2060
            {

2061
                pvRecord = piter->m_pnc->m_pvNode[piter->m_iNode];

2062
                if (pvRecord != NULL)

2063
                {

2064
                    // Add a new reference

2065
                    _AddRefRecord(pvRecord, +1);

2066
                    return LK_SUCCESS;

2067
                }

2068
            }

2069


2070
            // try the next nodeclump in the bucket chain

2071
            piter->m_iNode = -1;

2072
            piter->m_pnc = piter->m_pnc->m_pncNext;

2073
        } while (piter->m_pnc != NULL);

2074


2075
        // Exhausted this bucket chain.  Unlock it.

2076
        CBucket* pbkt = _Bucket(piter->m_dwBucketAddr);

2077
        IRTLASSERT(pbkt != NULL);

2078
        IRTLASSERT(piter->m_lkl == LKL_WRITELOCK

2079
                   ?  pbkt->IsWriteLocked()

2080
                   :  pbkt->IsReadLocked());

2081
        pbkt->Unlock();

2082


2083
        // Try the next bucket, if there is one

2084
        if (++piter->m_dwBucketAddr < m_cActiveBuckets)

2085
        {

2086
            pbkt = _Bucket(piter->m_dwBucketAddr);

2087
            IRTLASSERT(pbkt != NULL);

2088
            if (piter->m_lkl == LKL_WRITELOCK)

2089
                pbkt->WriteLock();

2090
            else

2091
                pbkt->ReadLock();

2092
            piter->m_pnc = &pbkt->m_ncFirst;

2093
        }

2094
    } while (piter->m_dwBucketAddr < m_cActiveBuckets);

2095


2096
    // We have fallen off the end of the hashtable

2097
    piter->m_iNode = -1;

2098
    piter->m_pnc = NULL;

2099


2100
    return LK_NO_MORE_ELEMENTS;

2101
}

2102


2103


2104


2105
//------------------------------------------------------------------------

2106
// Function: CHashTable::IncrementIterator

2107
// Synopsis: move the iterator on to the next record in the hash table

2108
//------------------------------------------------------------------------

2109


2110
template <class _Lock>

2111
LK_RETCODE

2112
CHashTable<_Lock>::IncrementIterator(

2113
    CIterator* piter)

2114
{

2115
    IRTLASSERT(piter != NULL);

2116
    IRTLASSERT(piter->m_pht == this);

2117
    IRTLASSERT(-1 <= piter->m_ist

2118
           &&  piter->m_ist < static_cast<int>(m_cSubTables));

2119


2120
    if (piter == NULL  ||  piter->m_pht != this)

2121
        return LK_BAD_ITERATOR;

2122


2123
    if (!IsValid())

2124
        return LK_UNUSABLE;

2125


2126
    LK_RETCODE lkrc;

2127
    CLHTIterator* pBaseIter = static_cast<CLHTIterator*>(piter);

2128


2129
    for (;;)

2130
    {

2131
        // Do we have a valid iterator into a subtable?  If not, get one.

2132
        while (piter->m_plht == NULL)

2133
        {

2134
            while (++piter->m_ist < static_cast<int>(m_cSubTables))

2135
            {

2136
                lkrc = m_palhtDir[piter->m_ist]->_InitializeIterator(piter);

2137
                if (lkrc == LK_SUCCESS)

2138
                {

2139
                    IRTLASSERT(m_palhtDir[piter->m_ist] == piter->m_plht);

2140
                    return lkrc;

2141
                }

2142
                else if (lkrc == LK_NO_MORE_ELEMENTS)

2143
                    lkrc = piter->m_plht->_CloseIterator(pBaseIter);

2144


2145
                if (lkrc != LK_SUCCESS)

2146
                    return lkrc;

2147
            }

2148


2149
            // There are no more subtables left.

2150
            return LK_NO_MORE_ELEMENTS;

2151
        }

2152


2153
        // We already have a valid iterator into a subtable.  Increment it.

2154
        lkrc = piter->m_plht->IncrementIterator(pBaseIter);

2155
        if (lkrc == LK_SUCCESS)

2156
            return lkrc;

2157


2158
        // We've exhausted that subtable.  Move on.

2159
        if (lkrc == LK_NO_MORE_ELEMENTS)

2160
            lkrc = piter->m_plht->_CloseIterator(pBaseIter);

2161


2162
        if (lkrc != LK_SUCCESS)

2163
            return lkrc;

2164
    }

2165
}

2166


2167


2168


2169
//------------------------------------------------------------------------

2170
// Function: CLinearHashTable::_CloseIterator

2171
// Synopsis: release the resources held by the iterator

2172
//------------------------------------------------------------------------

2173


2174
template <class _Lock>

2175
LK_RETCODE

2176
CLinearHashTable<_Lock>::_CloseIterator(

2177
    CIterator* piter)

2178
{

2179
    IRTLASSERT(piter != NULL);

2180
    IRTLASSERT(piter->m_plht == this);

2181
    IRTLASSERT(piter->m_lkl == LKL_WRITELOCK

2182
               ?  _IsWriteLocked()

2183
               :  _IsReadLocked());

2184
    IRTLASSERT(piter->m_dwBucketAddr <= m_cActiveBuckets);

2185
    IRTLASSERT(-1 <= piter->m_iNode  &&  piter->m_iNode < NODES_PER_CLUMP);

2186

piter cannot be null here
2187
    if (piter->m_plht != this)

2188
        return LK_BAD_ITERATOR;

2189


2190
    // Are we abandoning the iterator before the end of the table?

2191
    // If so, need to unlock the bucket.

2192
    if (piter->m_dwBucketAddr < m_cActiveBuckets)

2193
    {

2194
        CBucket* pbkt = _Bucket(piter->m_dwBucketAddr);

2195
        IRTLASSERT(pbkt != NULL);

2196
        IRTLASSERT(piter->m_lkl == LKL_WRITELOCK

2197
                   ?  pbkt->IsWriteLocked()

2198
                   :  pbkt->IsReadLocked());

2199
        if (0 <= piter->m_iNode  &&  piter->m_iNode < NODES_PER_CLUMP)

2200
        {

2201
            IRTLASSERT(piter->m_pnc != NULL);

2202
            const void* pvRecord = piter->m_pnc->m_pvNode[piter->m_iNode];

2203
            _AddRefRecord(pvRecord, -1);

2204
        }

2205
        pbkt->Unlock();

2206
    }

2207


2208
    piter->m_plht = NULL;

2209
    piter->m_pnc  = NULL;

2210


2211
    return LK_SUCCESS;

2212
}

2213


2214


2215


2216
//------------------------------------------------------------------------

2217
// Function: CHashTable::CloseIterator

2218
// Synopsis: release the resources held by the iterator

2219
//------------------------------------------------------------------------

2220


2221
template <class _Lock>

2222
LK_RETCODE

2223
CHashTable<_Lock>::CloseIterator(

2224
    CIterator* piter)

2225
{

2226
    IRTLASSERT(piter != NULL);

2227
    IRTLASSERT(piter->m_pht == this);

2228
    IRTLASSERT(-1 <= piter->m_ist

2229
           &&  piter->m_ist <= static_cast<int>(m_cSubTables));

2230


2231
    if (piter == NULL  ||  piter->m_pht != this)

2232
        return LK_BAD_ITERATOR;

2233


2234
    if (!IsValid())

2235
        return LK_UNUSABLE;

2236


2237
    // Are we abandoning the iterator before we've reached the end?

2238
    // If so, close the subtable iterator.

2239
    if (piter->m_plht != NULL)

2240
    {

2241
        IRTLASSERT(piter->m_ist < static_cast<int>(m_cSubTables));

2242
        CLHTIterator* pBaseIter = static_cast<CLHTIterator*>(piter);

2243
        piter->m_plht->_CloseIterator(pBaseIter);

2244
    }

2245


2246
    // Unlock all the subtables

2247
    _Unlock();

2248


2249
    piter->m_plht = NULL;

2250
    piter->m_pht  = NULL;

2251
    piter->m_ist  = -1;

2252


2253
    return LK_SUCCESS;

2254
}

2255


2256


2257
//------------------------------------------------------------------------

2258
// Function: CHashTable::_WriteLock

2259
// Synopsis: Lock all subtables for writing

2260
//------------------------------------------------------------------------

2261


2262
template <class _Lock>

2263
void

2264
CHashTable<_Lock>::_WriteLock()

2265
{

2266
    for (size_t i = 0;  i < m_cSubTables;  i++)

2267
    {

2268
        m_palhtDir[i]->_WriteLock();

2269
        IRTLASSERT(m_palhtDir[i]->_IsWriteLocked());

2270
    }

2271
}

2272


2273


2274


2275
//------------------------------------------------------------------------

2276
// Function: CHashTable::_ReadLock

2277
// Synopsis: Lock all subtables for reading

2278
//------------------------------------------------------------------------

2279


2280
template <class _Lock>

2281
void

2282
CHashTable<_Lock>::_ReadLock() const

2283
{

2284
    for (size_t i = 0;  i < m_cSubTables;  i++)

2285
    {

2286
        m_palhtDir[i]->_ReadLock();

2287
        IRTLASSERT(m_palhtDir[i]->_IsReadLocked());

2288
    }

2289
}

2290


2291


2292


2293
//------------------------------------------------------------------------

2294
// Function: CHashTable::_Unlock

2295
// Synopsis: Unlock all subtables

2296
//------------------------------------------------------------------------

2297


2298
template <class _Lock>

2299
void

2300
CHashTable<_Lock>::_Unlock() const

2301
{

2302
    // unlock in reverse order: LIFO

2303
    for (size_t i = m_cSubTables;  i-- > 0;  )

2304
    {

2305
        IRTLASSERT(m_palhtDir[i]->_IsReadLocked()

2306
                   ||  m_palhtDir[i]->_IsWriteLocked());

2307
        m_palhtDir[i]->_Unlock();

2308
        IRTLASSERT(m_palhtDir[i]->_IsUnlocked());

2309
    }

2310
}

2311


2312


2313


2314
//------------------------------------------------------------------------

2315
// Function: CHashTable::Size

2316
// Synopsis: Number of elements in the table

2317
//------------------------------------------------------------------------

2318


2319
template <class _Lock>

2320
size_t

2321
CHashTable<_Lock>::Size() const

2322
{

2323
    size_t cSize = 0;

2324


2325
    for (size_t i = 0;  i < m_cSubTables;  i++)

2326
        cSize += m_palhtDir[i]->Size();

2327


2328
    return cSize;

2329
}

2330


2331


2332


2333
//------------------------------------------------------------------------

2334
// Function: CHashTable::MaxSize

2335
// Synopsis: Maximum possible number of elements in the table

2336
//------------------------------------------------------------------------

2337


2338
template <class _Lock>

2339
size_t

2340
CHashTable<_Lock>::MaxSize() const

2341
{

2342
    return (m_cSubTables == 0)  ? 0  : m_cSubTables * m_palhtDir[0]->MaxSize();

2343
}

2344


2345


2346


2347
//------------------------------------------------------------------------

2348
// Function: CHashTable::IsValid

2349
// Synopsis: is the table valid?

2350
//------------------------------------------------------------------------

2351


2352
template <class _Lock>

2353
bool

2354
CHashTable<_Lock>::IsValid() const

2355
{

2356
    bool f = (m_palhtDir != NULL  &&  m_cSubTables > 0);

2357


2358
    for (size_t i = 0;  f  &&  i < m_cSubTables;  i++)

2359
        f = f && m_palhtDir[i]->IsValid();

2360


2361
    return f;

2362
}

2363


2364


2365


2366
#ifdef __LKHASH_NAMESPACE__

2367
}

2368
#endif // __LKHASH_NAMESPACE__

Locks.cpp

1
#include "precomp.hxx"

2


3
#define DLL_IMPLEMENTATION

4
#include <lkhash.h>

5


6


7
#ifdef __LKHASH_NAMESPACE__

8
namespace LKHash {

9
#endif // __LKHASH_NAMESPACE__

10


11


12


13
#ifdef __LKHASH_NAMESPACE__

14
}

15
#endif // __LKHASH_NAMESPACE__

IRTLDbg.cpp

1
#include "precomp.hxx"

2


3
#include <tchar.h>

4
#include <stdio.h>

5
#include <stdlib.h>

6
#include <stdarg.h>

7
#include <malloc.h>

8


9
// #undef  __IRTLMISC_H__

10
// #undef  __IRTLDBG_H__

11
// #undef  DLLEXP

12
// #undef  EXPIMP

13
#define DLL_IMPLEMENTATION

14
#define IMPLEMENTATION_EXPORT

15
#include <irtldbg.h>

16


17


18
void __cdecl

19
IrtlTrace(

20
    LPCTSTR ptszFormat,

21
    ...)

22
{

23
    TCHAR tszBuff[2048];

24
    va_list args;

25
    

26
    va_start(args, ptszFormat);

27
    _vstprintf(tszBuff, ptszFormat, args);

28
    va_end(args);

29


30
    OutputDebugString(tszBuff);

31
}

32


33


34


35
#ifdef _DEBUG

36


37
# if defined(_MSC_VER)  &&  (_MSC_VER >= 1000)

38


39


40
#  ifdef RUNNING_AS_SERVICE

41


42
// The default assertion mechanism set up by Visual C++ 4 will not

43
// work with Active Server Pages because it's running inside a service

44
// and there is no desktop to interact with.

45


46
// Note: for this to work properly, #define _WIN32_WINNT 0x400 before

47
// including <winuser.h> or MB_SERVICE_NOTIFICATION won't be #define'd.

48


49
int __cdecl

50
AspAssertHandler(

51
    int   nReportType,

52
    char* pszErrorText,

53
    int*  pnReturn)

54
{

55
    const char szInfo[] = " (Press ABORT to terminate IIS,"

56
                          " RETRY to debug this failure,"

57
                          " or IGNORE to continue.)";

58
    char* pszMessageTitle = NULL;

59
    

60
    // These flags enable message boxes to show up on the user's console

61
    switch (nReportType)

62
    {

63
    case _CRT_WARN:

64
        // If using MFC's TRACE macro (AfxTrace), the report hook

65
        // (AspAssertHandler) will get called with _CRT_WARN.  Ignore.

66
        pszMessageTitle = "Warning";

67
        *pnReturn = 0;

68
        return FALSE;

69


70
    case _CRT_ERROR:

71
        pszMessageTitle = "Fatal Error";

72
        break;

73


74
    case _CRT_ASSERT:

75
        pszMessageTitle = "Assertion Failed";

76
        break;

77
    }   

78
    

79
    char* pszMessageText =

80
        static_cast<char*>(_alloca(strlen(pszErrorText) + strlen(szInfo) + 1));

81


82
    strcpy(pszMessageText, pszErrorText);

83
    strcat(pszMessageText, szInfo);

84
    

85
    const int n = MessageBoxA(NULL, pszMessageText, pszMessageTitle,

86
                              (MB_SERVICE_NOTIFICATION | MB_TOPMOST

87
                               | MB_ABORTRETRYIGNORE | MB_ICONEXCLAMATION));

88


89
    if (n == IDABORT)

90
    {

91
        exit(1);

92
    }

93
    else if (n == IDRETRY)

94
    {

95
        *pnReturn = 1;   // tell _CrtDbgReport to start the debugger

96
        return TRUE;     // tell _CrtDbgReport to run

97
    }

98
    

99
    *pnReturn = 0;       // nothing for _CrtDbgReport to do

100


101
    return FALSE;

102
}

103


104
#  endif // RUNNING_AS_SERVICE

105
# endif // _MSC_VER >= 1000

106


107


108


109
void

110
DebugInit()

111
{

112
# if defined(_MSC_VER)  &&  (_MSC_VER >= 1000)

113
#  ifdef RUNNING_AS_SERVICE

114
    // If we end up in _CrtDbgReport, don't put up a message box

115
    // _CrtSetReportMode(_CRT_WARN,   _CRTDBG_MODE_DEBUG);

116
    _CrtSetReportMode(_CRT_ASSERT, _CRTDBG_MODE_DEBUG);

117
    _CrtSetReportMode(_CRT_ERROR,  _CRTDBG_MODE_DEBUG);

118


119
    // Use AspAssertHandler to put up a message box instead

120
    _CrtSetReportHook(AspAssertHandler);

121
#  endif // RUNNING_AS_SERVICE

122


123
    // Enable debug heap allocations & check for memory leaks at program exit

124
    // The memory leak check will not be performed if inetinfo.exe is

125
    // run directly under a debugger, only if it is run as a service.

126
    _CrtSetDbgFlag(_CRTDBG_ALLOC_MEM_DF | _CRTDBG_LEAK_CHECK_DF

127
                   | _CrtSetDbgFlag(_CRTDBG_REPORT_FLAG));

128
# endif // _MSC_VER >= 1000

129
}

130


131


132


133
void

134
DebugTerm()

135
{

136
# if defined(_MSC_VER)  &&  (_MSC_VER >= 1000)

137
#  ifdef RUNNING_AS_SERVICE

138
    // Turn off AspAssertHandler, so that we don't get numerous message boxes

139
    // if there are memory leaks on shutdown

140
    _CrtSetReportHook(NULL);

141
#  endif // RUNNING_AS_SERVICE

142
# endif // _MSC_VER >= 1000

143
}

144


145
#endif //_DEBUG

146


147


148


149
BOOL

150
IsValidString(

151
    LPCTSTR ptsz,

152
    int nLength /* =-1 */)

153
{

154
    if (ptsz == NULL)

155
        return FALSE;

156


157
    return !IsBadStringPtr(ptsz, nLength);

158
}

159


160


161


162
BOOL

163
IsValidAddress(

164
    LPCVOID pv,

165
    UINT nBytes,

166
    BOOL fReadWrite /* =TRUE */)

167
{

168
    return (pv != NULL

169
            &&  !IsBadReadPtr(pv, nBytes)

170
            &&  (!fReadWrite  ||  !IsBadWritePtr((LPVOID) pv, nBytes)));

171
}

DllMain.cpp

1
#include "precomp.hxx"

2
#undef ASSERT

3
#include <irtldbg.h>

4
#include <lkhash.h>

5


6
/////////////////////////////////////////////////////////////////////////////

7
// Globals

8


9
DECLARE_DEBUG_VARIABLE();

10
DECLARE_DEBUG_PRINTS_OBJECT();

11


12
/////////////////////////////////////////////////////////////////////////////

13
// DLL Entry Point

14


15
extern "C"

16
BOOL WINAPI

17
DllMain(

18
    HINSTANCE hInstance,

19
    DWORD dwReason,

20
    LPVOID /*lpReserved*/)

21
{

22
    if (dwReason == DLL_PROCESS_ATTACH)

23
    {

24
        DisableThreadLibraryCalls(hInstance);

25
        DEBUG_INIT();

26
        TRACE("IISRTL::DllMain::DLL_PROCESS_ATTACH\n");

In practice we’ve found DLL Main init and terminate to be bad, sometimes evil.  The PEB lock is taken when the init routine is called so anything that relies on proper thread cleanup or random things like initializing COM (has a lock which is held during Init/uninit and holds it while loading/unloading dlls) can cause deadlocks under specific circumstances.  It’s very unfortunate but I would recommend having explicit init/terminate routines like iis\svcs\infocomm\info\server\main.cxx.  May not be strictly necessary today but if we expect to add more stuff going forward then we should get in the practice of doing it now rather then trying to retrofit.
27
        HRESULT hr = HashTableInit();

28
    }

29
    else if (dwReason == DLL_PROCESS_DETACH)

30
    {

31
        TRACE("IISRTL::DllMain::DLL_PROCESS_DETACH\n");

32
        HashTableUninit();

33
        DEBUG_TERM();

34
    }

35


36
    return TRUE;    // ok

37
}

Driver_MT.cpp

1

#define SAMPLE_LKHASH_TESTCLASS

2


3
#ifdef MSDEV_TEST

4
# define DLL_IMPLEMENTATION

5
# define IMPLEMENTATION_EXPORT

6
#endif

7


8
#include <lkhash.h>

9


10
// For MFC

11
#undef ASSERT

12
#undef VERIFY

13
#undef ASSERT_VALID

14
#undef ASSERT_POINTER

15
#undef ASSERT_NULL_OR_POINTER

16
#undef TRACE

17
#undef TRACE0

18
#undef TRACE1

19
#undef TRACE2

20
#undef TRACE3

21


22
#include  <stdio.h>

23
#include  <stdlib.h>

24
#include  <stddef.h>

25
#include  <conio.h>

26
#include  <string.h>

27
#include  <ctype.h>

28
#include  <crtdbg.h>

29
#include  <time.h>

30
#include  <process.h>

31
#include  <afx.h> 

32


33
#ifdef _DEBUG

34
// #define new DEBUG_NEW

35
#undef THIS_FILE

36
static char THIS_FILE[] = __FILE__;

37
#endif

38


39


40
/* Test driver for class HashTable             */

41
/* Author: Paul Larson, palarson@microsoft.com */

42


43
#define MAXKEYS   100000

44
#define KEYLENGTH     32

45
#define MAX_THREADS  100

46


47


48
static int  expand_key_set( int numkeys) ;

49
static void __cdecl exercise_table( void *pinput) ;

50
static void test_iterators(float highload, int  initsize, int  nsubtbls);

51
 

52


53
class CWord

54
{

55
public:

56
    int   m_cNotFound;

57
    char  m_sz[KEYLENGTH+1];

58
    bool  m_fInserted;

59
    bool  m_fIterated;

60
    LONG  m_cRefs;

61
    

62


63
    CWord()

64
        : m_cNotFound(0),

65
          m_fInserted(false),

66
          m_fIterated(false),

67
          m_cRefs(0)

68
    { 

69
        m_sz[0] = '\0';

70
    }

71


72
    CWord(const char* psz)

73
        : m_cNotFound(0),

74
          m_fInserted(false),

75
          m_fIterated(false)

76
    { 

77
        strncpy(m_sz, psz, KEYLENGTH);

78
        m_sz[KEYLENGTH] = '\0';

79
    }

80


81
#ifdef _DEBUG

82
    ~CWord()

83
    {

84
        // IRTLASSERT(m_cRefs == 0);

85
        if (m_cRefs != 0)

86
            TRACE("%s: %d\n", m_sz, m_cRefs);

87
    }

88
#endif

89
};

90


91


92
class CWordHash

93
    : public CTypedHashTable<CWordHash, CWord, const char*, CSpinLock>

94
{

95
public:

96
    static const char*

97
    ExtractKey(const CWord* pKey)

98
    { return pKey->m_sz; }

99


100
    static DWORD

101
    CalcKeyHash(const char* pszKey)

102
    { return Hash(pszKey); }

103


104
    static bool

105
    EqualKeys(const char* pszKey1, const char* pszKey2)

106
    { return strcmp(pszKey1, pszKey2) == 0; }

107


108
    static void

109
    AddRefRecord(CWord* pKey, int nIncr)

110
    {

111
        pKey->m_cRefs += nIncr;

112
    }

113


114
    CWordHash(

115
        double          maxload,    // Bound on avg chain length

116
        size_t          initsize,   // Initial size of hash table.

117
        size_t          num_subtbls // #subordinate hash tables.

118
        )

119
        : CTypedHashTable<CWordHash, CWord, const char*, CSpinLock>(

120
                        maxload, initsize, num_subtbls)

121
    {}

122
};

123


124


125


126
int        rec_count=0 ;

127
int        nokeys=0 ;

128
CWord       wordtable[MAXKEYS];

129
int        terminate_flag=FALSE ;

130


131


132
struct thread_data

133
{

134
    CWordHash* ptbl ;

135


136
    int    threadno ;

137
    int    first_key ;

138
    int    last_key ;

139
    int    rounds ;

140
    int    lookup_freq ;

141
    float  highload ;

142


143
    int    cinserts ;

144
    int    cdeletes ;

145
    int    clookups ;

146


147
    double duration ;

148
    int    finished ;

149


150
} ;

151


152


153
int __cdecl main()

154
{

155
    CWordHash    *Tbl ;

156
    int          max_threads ;

157
    int          num_threads ;

158
    thread_data  de_area[MAX_THREADS] ;

159
    float        highload ;

160
    int          initsize=64;

161
    int          nsubtbls ;

162
    unsigned     seed ;

163
    char         fname[MAX_PATH] ;

164
    char         sz[255] ;

165
    FILE        *fp ;

166
    int          nodel=0;

167
    int          lookup_freq ;

168
    int          num_rounds ;

169
    int          keys_per_thread ;

170
    int          i ;

171
    int          sum_ins, sum_dels, sum_lookups ;

172
    LARGE_INTEGER liFrequency, liT1, liT2;

173
    double       duration ;

174


175
#ifdef SAMPLE_LKHASH_TESTCLASS

176
    Test();

177
    printf("Test succeeded\n");

178
#endif // SAMPLE_LKHASH_TESTCLASS

179


180
    LPCSTR psz = stristr("FooBarQuux", "bar");

181


182
#if 1

183
    printf("\nTest driver for linear hashing (lk_spin) \n\n") ;

184


185
#if defined(ACACHE)

186
    printf("ACache version\n");

187
#elif defined(MANODEL)

188
    printf("Manodel version\n");

189
#elif defined(MADEL)

190
    printf("Madel version\n");

191
#else

192
    printf("Default allocator version\n");

193
#endif

194


195
    printf("max load factor: ") ; scanf("%f", &highload ) ;

196
    printf("no of subtables: ") ; scanf("%d", &nsubtbls ) ;

197
    printf("lookup frequency:") ; scanf("%d", &lookup_freq ) ;

198
    printf("max threads:     ") ; scanf("%d", &max_threads ) ;

199
    printf("no of rounds:    ") ; scanf("%d", &num_rounds ) ;

200
    printf("random seed: ") ;     scanf("%d", &seed) ;

201
    printf("input file: ") ;      scanf("%s", fname ) ;

202
#else

203
    highload    =    4.0;

204
    nsubtbls    =   12;

205
    lookup_freq =    4;

206
    max_threads =    2;

207
    num_rounds  =    1;

208
    seed        = 1234;

209
    strcpy(fname, "d:\\words.txt" ) ;

210
#endif

211


212
    fp = fopen(fname, "r" ) ;

213
    if (fp == NULL)

214
    {

215
        printf("Can't open file %s\n", fname) ;

216
        exit(1) ;

217
    }

218


219
    while( nokeys < MAXKEYS  &&  fscanf(fp, "%s", sz ) != EOF )

220
    {

221
        wordtable[nokeys] = CWord(sz);

222
        nokeys++ ;

223
    }

224


225
    fclose(fp) ;

226


227
    printf("loaded %d keys, ",nokeys ) ;

228
    nokeys = expand_key_set( nokeys) ;

229
    printf("expanded to %d keys\n", nokeys) ;

230


231
    srand(seed) ;

232
    AfxEnableMemoryTracking(TRUE) ;

233


234
    // DebugBreak();

235


236
    test_iterators(highload, initsize, nsubtbls);

237


238
    printf("%8s %11s %11s %11s "

239
           "%11s %11s\n",

240
           "#Threads", "Inserts", "Deletes", "Lookups",

241
           "Duration", "Ops/sec");

242


243
    IRTLVERIFY(QueryPerformanceFrequency(&liFrequency));

244


245
    for(num_threads=1; num_threads <= max_threads; num_threads++ )

246
    {

247


248
#ifdef _DEBUG

249
        CMemoryState oldMemState, newMemState, diffMemState;

250
        oldMemState.Checkpoint();

251
#endif

252
        IRTLVERIFY(QueryPerformanceCounter(&liT1));

253


254
        Tbl = new CWordHash(highload, initsize, nsubtbls) ;

255


256
        keys_per_thread = nokeys/num_threads ;

257
        for(i=0; i<num_threads; i++)

258
        {

259
            de_area[i].ptbl        = Tbl ;

260
            de_area[i].threadno    = i+1 ;

261
            de_area[i].first_key   = i*keys_per_thread ;

262
            de_area[i].last_key    = ((i == num_threads - 1)

263
                                      ? nokeys - 1

264
                                      : (i+1)*keys_per_thread - 1) ;

265
            de_area[i].rounds      = num_rounds ;

266
            de_area[i].highload    = highload ;

267
            de_area[i].lookup_freq = lookup_freq ;

268
            de_area[i].finished    = FALSE ;

269
            _beginthread(exercise_table, 0, &de_area[i]) ;  

270
        }

271
        

272
        // TODO: use WaitForMultipleObjects

273
        for(i=0; i<num_threads; i++)

274
        {

275
            while( !de_area[i].finished )

276
                Sleep(0L) ;

277
        }

278


279
        IRTLVERIFY(QueryPerformanceCounter(&liT2));

280
        duration = (liT2.QuadPart-liT1.QuadPart) /(double)liFrequency.QuadPart;

281


282
        sum_ins = sum_dels = sum_lookups = 0 ;

283


284
        for(i=0;i<num_threads; i++)

285
        {

286
            sum_ins     += de_area[i].cinserts ;

287
            sum_dels    += de_area[i].cdeletes ;

288
            sum_lookups += de_area[i].clookups ;

289
        }

290


291
        printf("%8d %11d %11d %11d "

292
               "%11.4f %11d\n",

293
               num_threads, sum_ins, sum_dels, sum_lookups,

294
               duration, (int)((sum_ins + sum_dels + sum_lookups) / duration));

295


296
        delete Tbl ;

297


298
#ifdef _DEBUG

299
        newMemState.Checkpoint();

300
        if( diffMemState.Difference( oldMemState, newMemState ) )

301
        {

302
            TRACE( "Memory leaked!\n" );

303
            diffMemState.DumpStatistics();

304
        }

305
#endif

306


307
    }

308
    AfxEnableMemoryTracking(FALSE);

309


310
#ifdef _DEBUG

311
    _cputs("Hit any key to exit...") ;  (void)_getch() ;

312
#endif

313


314
    return(0) ;

315


316
} /* main */

317


318


319


320
static void test_iterators(

321
    float highload,

322
    int   initsize,

323
    int   nsubtbls)

324
{

325
    printf("Testing iterators...\n");

326


327
    int i;

328
    CWordHash *Tbl = new CWordHash(highload, initsize, nsubtbls) ;

329


330
    IRTLASSERT(0 == Tbl->Size());

331
    IRTLASSERT(Tbl->CheckTable() == 0);

332


333
    TRACE("Table is empty\n");

334
    

335
    for( i=0 ; i<nokeys ; i++ )

336
        IRTLVERIFY(Tbl->InsertRecord(&wordtable[i]) == LK_SUCCESS);

337
    

338
    TRACE("Checking that table has %d records\n", nokeys);

339
    IRTLASSERT(nokeys == (int) Tbl->Size());

340
    IRTLASSERT(Tbl->CheckTable() == 0);

341


342
    TRACE("Clearing the table\n");

343
    Tbl->Clear();

344
    IRTLASSERT(0 == Tbl->Size());

345
    IRTLASSERT(Tbl->CheckTable() == 0);

346
    

347
    TRACE("Seeing what crud's left in the table\n");

348
    size_t cRec = 0;

349


350
    for( i=0 ; i<nokeys ; i++ )

351
    {

352
        LPCSTR pszKey = wordtable[i].m_sz;

353
        CWord* pkey = Tbl->FindKey( pszKey);

354
        if (pkey != NULL)

355
        {

356
            ASSERT(pkey == &wordtable[i]);

357
            --pkey->m_cRefs;

358
            TRACE("%s\n");

359
            ++cRec;

360
        }

361
    }

362
    TRACE("Found %d records that shouldn't have been there\n", cRec);

363


364
    TRACE("Rebuilding the table\n");

365
    for( i=0 ; i<nokeys ; i++ )

366
        IRTLVERIFY(Tbl->InsertRecord(&wordtable[i]) == LK_SUCCESS);

367
    IRTLASSERT(nokeys == (int) Tbl->Size());

368
    IRTLASSERT(Tbl->CheckTable() == 0);

369


370
    TRACE("Checking iterators\n");

371
    cRec = 0;

372
    CWordHash::CIterator iter;

373
    LK_RETCODE lkrc;

374
    

375
    for (lkrc = Tbl->InitializeIterator(&iter);

376
         lkrc == LK_SUCCESS;

377
         lkrc = Tbl->IncrementIterator(&iter))

378
    {

379
        ++cRec;

380
        const char* pszKey = iter.Key();

381
        CWord* pRec = iter.Record();

382
        

383
        IRTLASSERT(&wordtable[0] <= pRec  &&  pRec < &wordtable[nokeys]);

384
        IRTLASSERT(!pRec->m_fIterated);

385
        pRec->m_fIterated = true;

386
    }

387
    

388
    IRTLASSERT(lkrc == LK_NO_MORE_ELEMENTS);

389
    IRTLASSERT((int) cRec == nokeys);

390


391
    lkrc = Tbl->CloseIterator(&iter);

392
    IRTLASSERT(lkrc == LK_SUCCESS);

393


394
    for( i=0 ; i<nokeys ; i++ )

395
    {

396
        IRTLASSERT(wordtable[i].m_fIterated);

397
        wordtable[i].m_fIterated = false;

398
    }

399


400
    TRACE("Checking abandoning of const iterators\n");

401
    const CWordHash *TblConst = Tbl;

402
    CWordHash::CConstIterator iterConst;

403
    cRec = 0;

404


405
    for (lkrc = TblConst->InitializeIterator(&iterConst);

406
         lkrc == LK_SUCCESS;

407
         lkrc = TblConst->IncrementIterator(&iterConst))

408
    {

409
        if (++cRec == 100)

410
            break;

411
        const char*  pszKey = iterConst.Key();

412
        const CWord* pRec   = iterConst.Record();

413
        

414
        IRTLASSERT(&wordtable[0] <= pRec  &&  pRec < &wordtable[nokeys]);

415
    }

416
    

417
    IRTLASSERT(lkrc != LK_NO_MORE_ELEMENTS);

418


419
    lkrc = TblConst->CloseIterator(&iterConst);

420
    IRTLASSERT(lkrc == LK_SUCCESS);

421
    

422
    TRACE("Gathering statistics\n");

423
    CHashTableStats stats = Tbl->GetStatistics();

424


425
    printf("rc=%6d, ts=%6d, ds=%6d, lc=%3d, es=%5d\n",

426
           stats.RecordCount, stats.TableSize,

427
           stats.DirectorySize, stats.LongestChain, stats.EmptySlots);

428
    

429
    printf("sf=%5.2f AvSL=%5.2f ExpSL=%5.2f AvUSL=%5.2f ExpUSL=%5.2f\n\n",

430
           stats.SplitFactor,

431
           stats.AvgSearchLength, stats.ExpSearchLength,

432
           stats.AvgUSearchLength, stats.ExpUSearchLength);

433


434
    TRACE("Cleaning up by hand\n");

435
    for( i=0 ; i<nokeys ; i++ )

436
    {

437
        IRTLVERIFY(Tbl->DeleteKey(wordtable[i].m_sz ) == LK_SUCCESS);

438
    }

439
    

440
    IRTLASSERT(0 == Tbl->Size());

441


442
    delete Tbl ;

443
}

444


445


446
    

447
static int expand_key_set( int numkeys)

448
{

449
    int totkeys = numkeys ;

450
    if (totkeys > MAXKEYS)

451
        return MAXKEYS;

452


453
    for(int k=0; TRUE; k++)

454
    {

455
        putchar('.');

456
        for(int i=0; i<numkeys; i++)

457
        {

458
            if( totkeys == MAXKEYS) return(totkeys) ;

459


460
            wordtable[totkeys].m_sz[0] = '0'+k ;

461
            strcpy(&wordtable[totkeys].m_sz[1],  wordtable[i].m_sz) ;

462
            totkeys++ ;

463
        }

464
    }

465
}

466


467


468
static void __cdecl exercise_table( void *pinput)

469
{

470
    CWordHash     *Tbl ;

471
    thread_data  *pdea;

472
    int           cfailed_ins=0 ;

473
    int           cfailed_dels=0 ;

474
    int           cfound=0, cnfound=0 ;

475
    int           x, i ;

476
    LARGE_INTEGER liFreq, liT1, liT2;

477


478
    IRTLVERIFY(QueryPerformanceFrequency(&liFreq));

479
    IRTLVERIFY(QueryPerformanceCounter(&liT1));

480


481
    pdea = (thread_data *)pinput ;

482
    pdea->cinserts = 0 ;

483
    pdea->cdeletes = 0 ;

484
    pdea->clookups = 0 ;

485
    Tbl = pdea->ptbl ;

486


487
    for( int rnd=0; rnd<pdea->rounds; rnd++)

488
    {

489
        IRTLASSERT(Tbl->CheckTable() == 0);

490
        for( i=pdea->first_key ; i<=pdea->last_key ; i++ )

491
        {

492
#ifdef _DEBUG

493
            LPCSTR pszKey = wordtable[i].m_sz;

494
            CWord* pkey = Tbl->FindKey( pszKey);

495
            IRTLASSERT(pkey == NULL);

496
#endif // _DEBUG

497
            if( Tbl->InsertRecord(&wordtable[i] ) != LK_SUCCESS )

498
            {

499
                cfailed_ins++ ;

500
            }

501
            else

502
            {

503
#ifdef _DEBUG

504
                pszKey = wordtable[i].m_sz;

505
                pkey = Tbl->FindKey( pszKey);

506
                IRTLASSERT(pkey == &wordtable[i]);

507
                --pkey->m_cRefs;

508
#endif // _DEBUG

509
                wordtable[i].m_fInserted = true;

510
            }

511
            pdea->cinserts++ ;

512


513
            for(int lu=0; lu<pdea->lookup_freq; lu++)

514
            {

515
                x = pdea->first_key  +  rand() % (i - pdea->first_key + 1) ;

516
                if( Tbl->FindKey( wordtable[x].m_sz) != &wordtable[x] )

517
                {

518
                    ++wordtable[x].m_cNotFound;

519
                    TRACE("%d: Not found (%s): x = %d, i = %d, "

520
                          "cnf = %d, rnd = %d\n",

521
                          pdea->threadno, wordtable[x].m_sz, x, i,

522
                          wordtable[x].m_cNotFound, rnd);

523
                    cnfound++ ;

524
                }

525
                else

526
                {

527
                    --wordtable[x].m_cRefs;

528
                    cfound++ ;

529
                }

530
            }

531
            pdea->clookups += pdea->lookup_freq ;

532
        }

533
        _ASSERTE(cfailed_ins == 0) ;

534
        _ASSERTE(cnfound == 0) ;

535
        TRACE("Thread %u: %d inserts completed, not found %d\n", 

536
              pdea->threadno, pdea->cinserts, cnfound ) ;

537
        IRTLASSERT(Tbl->CheckTable() == 0);

538


539
        for( i=pdea->first_key ; i<=pdea->last_key ; i++ )

540
        {

541
            for(int lu=0; lu<pdea->lookup_freq; lu++)

542
            {

543
                x = i  +  rand() % (pdea->last_key - i + 1) ;

544
                if( Tbl->FindKey( wordtable[x].m_sz) != &wordtable[x] )

545
                {

546
                    ++wordtable[x].m_cNotFound;

547
                    TRACE("%d: Not found (%s): x = %d, i = %d, "

548
                          "cnf = %d, rnd = %d\n",

549
                          pdea->threadno, wordtable[x].m_sz, x, i,

550
                          wordtable[x].m_cNotFound, rnd);

551
                    cnfound++ ;

552
                }

553
                else

554
                {

555
                    --wordtable[x].m_cRefs;

556
                    cfound++ ;

557
                }

558
            }

559
            pdea->clookups += pdea->lookup_freq ;

560


561
#ifdef _DEBUG

562
            LPCSTR pszKey = wordtable[i].m_sz;

563
            CWord* pkey = Tbl->FindKey( pszKey);

564
            IRTLASSERT(pkey == &wordtable[i]);

565
            --pkey->m_cRefs;

566
#endif // _DEBUG

567
            if( Tbl->DeleteKey(wordtable[i].m_sz) != LK_SUCCESS )

568
            {

569
                cfailed_dels++ ;

570
            }

571
            else

572
            {

573
#ifdef _DEBUG

574
                pszKey = wordtable[i].m_sz;

575
                pkey = Tbl->FindKey( pszKey);

576
                IRTLASSERT(pkey == NULL);

577
#endif // _DEBUG

578
                wordtable[i].m_fInserted = false;

579
            }

580
            pdea->cdeletes++ ;

581
        }

582


583
#ifdef _DEBUG

584
        int cBadKeys = 0;

585
        for( i=pdea->first_key ; i<=pdea->last_key ; i++ )

586
        {

587
            if (wordtable[i].m_cNotFound > 0)

588
            {

589
                ++cBadKeys;

590
                TRACE("-20%s: #not found = %d, hash = %d\n",

591
                      wordtable[i].m_sz,

592
                      wordtable[i].m_cNotFound,

593
                      CWordHash::CalcKeyHash(CWordHash::ExtractKey(

594
                                             &wordtable[i])));

595
            }

596
        }

597
        TRACE("%d bad keys\n", cBadKeys);

598
        IRTLASSERT(cBadKeys == 0);

599
#endif // _DEBUG

600


601
        _ASSERTE(cfailed_dels == 0 ) ;

602
        _ASSERTE(cnfound == 0 ) ;

603
        TRACE("Thread %u: %d deletes completed, not found %d\n", 

604
              pdea->threadno, pdea->cdeletes, cnfound ); 

605
    }

606


607
    IRTLVERIFY(QueryPerformanceCounter(&liT2));

608
    pdea->duration = (liT2.QuadPart-liT1.QuadPart) / (double) liFreq.QuadPart;

609


610
    IRTLASSERT(Tbl->CheckTable() == 0);

611


612
    TRACE("Thread %u terminating: %d found, %d not found\n",

613
          pdea->threadno, cfound, cnfound) ;

614
    pdea->finished = TRUE ;

615
}

�PAGE \# "'Page: '#'�'"  ��What’s the purpose of this ASSERT undef? Am I supposed to use IRTLASSERT in my code, or make sure lkhash.h comes before my own debug header, or what?





�PAGE \# "'Page: '#'�'"  ��“Helper for _BucketAddress” is probably better than “See the Linear Hashing paper”. Readers have presumably already read the paper, or are totally lost anyway.





�PAGE \# "'Page: '#'�'"  �� It should say LKP_ABORT, not LK_ABORT


�PAGE \# "'Page: '#'�'"  �� Can you expand LKP_CODE to add the removal of the current object as an option? Or have the return code to be an OR of STOP, DOACTION, and DELETE bit flags? This would cover Michael’s requirement below, and you can avoid the overhead of calling the predicate function.


[MC3] It might be good to have a way to apply an action AND delete a node in one operation. When I do a file cache flush, I need to update each flushed file object’s state�PAGE \# "'Page: '#'�'"  � as well as remove it from the hash table. In this case I think I will be able to do the update in AddRefRecord, but this would not be possible if the state change required any parameters.





�PAGE \# "'Page: '#'�'"  ��This doesn’t give you the opportunity to delete all objects. How about DeleteAll( callback )? The important difference from DeleteIf is that you don’t need to lock for the duration of deletion of all objects if you know that the end result will be a clean hash table. 


�PAGE \# "'Page: '#'�'"  �� It is a little confusing to not have Increment method on the iterator itself. Why not have one? Also it would be nice to have a destructor that would do an implicit CloseIterator().


�PAGE \# "'Page: '#'�'"  ��I would prefer a default of false for fOverwrite. If you are expecting overwrite behavior and you forget to turn it off, you will probably discover it quickly because you’ll get an error the first time you try to replace a record. If you’re not expecting overwrite behavior you might not notice it happening.


�PAGE \# "'Page: '#'�'"  �� How about returning the removed (overwritten) record when fOverwrite=TRUE?


�PAGE \# "'Page: '#'�'"  �� Speaking of return codes. Could you add an LK_SUCCEEDED() macro to be applied to the LK return code. In case of delete, it can be argued that LK_NO_SUCH_KEY is success, while LK_UNUSABLE is a failure.


�PAGE \# "'Page: '#'�'"  �� For consistency of API, I think that LK_RETCODE FindKey(void *key, void **recordfound) is better. Alternatively, you can make DeleteKey to be void and have GetLastError function.


�PAGE \# "'Page: '#'�'"  �� In this template, the record objects are always passed by pointer, while the key objects are always passed by value. I understand it desirable for int keys, however it complicates (makes it less performant -- look at the type castings like reinterpret_cast<_Key>(…))  use of true object keys. For example, key is a { BYTE * and DWORD length }. For char* it would work either way.


�PAGE \# "'Page: '#'�'"  �� Does it really do anything?


�PAGE \# "'Page: '#'�'"  �� Can you get the # of processors from elsewhere in IISRTL and/or make it (or this function) avaialbe to everbody else.


�PAGE \# "'Page: '#'�'"  �� Did you look into only allocating segments on demand (when first used) ?


�PAGE \# "'Page: '#'�'"  ��Wouldn’t this lose all prior successfully allocated segments? (not that it really matters)


�PAGE \# "'Page: '#'�'"  �� How about only allocating sub-tables on demand. Along with allocating of segments on demand, this would reduce the memory requirement for empty tables.





�PAGE \# "'Page: '#'�'"  ��Shouldn’t this match the check on 891? What if the table is just read locked?





�PAGE \# "'Page: '#'�'"  ��It would probably be useful to have some parameters to set verbosity level here.


Also a DumpToHTML for iisprobe would be very useful.





�PAGE \# "'Page: '#'�'"  ��If you’re going to leave the table in an unusable state, it would be nice if from now on all table access returns LK_UNUSABLE. Better cleanup would be better of course. The same holds on line 1880.





�PAGE \# "'Page: '#'�'"  �� I haven’t really taken time to figure out what’s going on, but when I run this program it asserts like mad. There may be some duplicate names in one of my test files, which the driver doesn’t seem to expect, but I also had problems with words.txt.





